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Summary
In the past several decades both industry and academic communities have developed a variety of tools and methodologies to address verification, namely whether
a given program meets its specifications. Most verification tools consist of computational model that represents the system implementation, and specification language that represents the expectation from the implementation. Usually, these
tools are designed to serve as verifiers where to implement all but the simplest
algorithm, a developer is assumed to be intimately familiar with the internal structure and implementation details of the system.
The work reported here focuses on the lack of an adequate environment to
support the verification process. To leverage the developer’s skills we present
JTLV ([148]), a new state-of-the-art Integrated Developer Environment ( IDE) for
developing verification algorithms. We demonstrate the power of JTLV by considering several active research domains of verification; the problem of synthesis,
the framework of compositional reasoning, as well as other interesting settings.
For synthesis – the process of automatically extracting code from high-level
specifications – we present a solution to the GR (1) fragment of LTL ([139, 24]),
as well as introduce AspectLTL – a new temporal-logic based programming language ([123]). We conclude that the high complexity established for LTL synthesis
does not necessarily identify it as intractable, and that we can use the GR (1) fragment to introduce a declarative style programming language.
For compositional reasoning, we present a new algorithm that exploits the
benefit of a multi-core system ([45]), a new algorithm that can handle strong fairness requirements locally ([42]), and a fully automated implementation of our
compositional framework ([43]). We conclude that compositional reasoning is a
promising approach to ameliorate the state explosion problem.
Finally, we study several other interesting settings that includes automated
viii

reasoning on programs that perform destructive updating on dynamically allocated storage (heaps), an extension to support two-way traceability and conflict
debugging of AspectLTL programs, and a slightly different approach in which
we tackle the treatment of compassion requirements inherently by introducing a
new deductive rule, rather than a mechanical solution. We conclude that there are
many interesting research domains of verification yet to be explored.
Thus we demonstrate the power of an advanced environment for developers
by using JTLV for a variety of applications, including synthesis, program language
engineering, treatment of fairness properties, heap analysis, multi-threading, and
compositional reasoning.
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Chapter 1. Introduction

Chapter 1
Introduction
Over the past several decades, both industry and academia have developed a variety of tools and methodologies to address verification, namely whether a given
program meets its specifications. Most verification tools are based on two common elements. On one hand the computational model which represents the system
implementation, and on the other hand the specification language which represents
the specifications (or, alternatively, requirements) that implementation should meet.
The computational model provides a general uniform representation for the
various programming languages and diverse constructs suggested for synchronization and communication between the concurrent processes comprising a reactive system. The computational model assigns a semantics to each reactive system.
This semantics associates with each program a behavior, which is a single or a set
of computation structures that represent its possible executions. In our case, the
semantics of a program is the set of its computations, where each computation is
a sequence of states that can be generated in a single execution of the program.
The specification language is essentially temporal logic augmented by some
program specific predicates and functions, referring to the additional programming constructs needed to fully describe a state in the computation of a reactive
program. In order to relate a specification presented by a formula in the logic to
the program it is supposed to specify, it is necessary that the computational structures defined to be the semantics of a program can serve as models (in the logical
sense) for the formula, which means that we can evaluate the formula on each of
these structures and find whether it holds (is true) on the structure. Then, we say
that the program satisfies (or implements) the specification given by the formula
ϕ, if ϕ holds over each of the computation structures.
For example, in the linear semantics, the specification language is linear tem-
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poral logic, whose models are arbitrary sequence of states, where each state has a
labeling among a finite set of propositions on which the logic is interpreted. Since
the semantics of a program is a set of computations, which are also sequence of
states, the specification ϕ is valid over the program P , if it holds over all the
computations of P .
Under the choice of linear semantics of a program P , concurrent activity of
two parallel processes in the program is represented by the interleaving of their
atomic actions (transitions). To compensate for this simple representation of
concurrency by interleaving, we add the notion of fairness to the computational
model. As suggested by Lamport [115], these should come in two flavors: weak
fairness (to which we refer as justice requirements) and strong fairness (to which
we refer as compassion requirements).
Originally, these two distinct notions of fairness were formulated in terms of
enableness and the activation of transitions within a computation. In our setting,
a justice requirement is associated with an assertion (first-order state formula) J,
while a compassion requirement is associated with a pair of assertions hp, qi. A
computation is fair if it satisfies:
• [Justice] For every justice requirement J, the computation contains infinitely
many occurrences of states that satisfy J.
• [Compassion] For every caompassion requirement hp, qi, either the computation contains only finitely many many occurrences of states that satisfy p
or it contains infinitely many occurrences of states that satisfy q.

Using these common elements, many verification tools and methodologies
have been presented over the years, yet not much effort was made to introduce
a dedicated developer environment. Most existing verification tools are designed
to serve as verifiers where to implement all but the simplest algorithm, a developer
is assumed to be intimately familiar with the internal structure and implementation
details of the system. For reasons of efficiency, verification systems are commonly
implemented in a low-level C code.
An exception is TLV (Temporal Logic Verifier) introduced by [149, 150]. TLV
is a computer-aided verification environment constructed as an additional layer,
superimposed on top of CMU SMV ([125]). TLV presented its own scripting language (TLV- BASIC) to develop formal algorithms, using a set of tools provided by
its libraries. As a result of the development of TLV- BASIC, an important property
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that TLV holds is an on-the-fly interactive prompt. TLV slightly changed the usual
design perspective. Still TLV’s objective was to design a platform for combining
deductive with algorithmic verification. TLV- BASIC is procedural (as opposed to
object oriented), and is not very advanced with respect to programming environments available today.
The goal of bringing the verification algorithm developer closer to the frontend of software engineering, suggests that she will be able to take the advantage of
advanced software techniques, such as programming reuse and abstraction, multithreaded applications, etc. Our hypothesis in this dissertation is that adopting advanced programming techniques, implies that the developer is now able to leverage her skills, as will become evident in the followings.
In Chapter 2 we introduce a new computer-aided verification framework that
provides a state-of-the-art Integrated Developer Environment (IDE) for algorithmic verification applications. The framework, called JTLV (Java Temporal Logic
enVironment), is an eclipse plugin. JTLV aims to facilitate a rich, common, and
abstract Java API for the verification developer. The API is given in a high-level
programming language; Java. The underlying space complexity derived from using B DD, is implemented in a low-level language; C, and is invisible to the user.
And thus, the user is given a high-level programming environment, without having to worry about low-level space complexity.
In Chapter 3 we discuss one of the most ambitious and challenging problems
in computer science; the automatic synthesis of programs and (digital) designs
from logical specifications. A solution to this problem would lift programming
from the current level, which is mostly imperative, to a declarative, logical style.
There is some evidence that this level is preferable, in particular when concurrency
plays an important role.
The synthesis problem was first identified by Church [32]. Several methods
have been proposed for its solution [25, 152]. The work in [144] considers the
problem in the context of synthesizing reactive modules from a specification given
in Linear Temporal Logic (LTL).
The work presented in [144, 154] established a doubly exponential time complexity which caused the synthesis process to be identified as hopelessly intractable
and discouraged many practitioners from ever attempting to use it for any sizeable
system development. Yet there exist several interesting cases where the synthesis
problem can be solved in polynomial time, by using simpler automata or partial
fragments of LTL. Representative cases are the work in [9] which presents an
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efficient quadratic solution to games (and hence synthesis problems) where the
acceptance condition is one of the LTL formulas G p, F q, G F p, or F G q. A
more recent paper is [6] which presents efficient synthesis approaches for the LTL
fragment consisting of a Boolean combinations of formulas of the form G p. Our
work can be viewed as a generalization of [9, 6] into the wider class of specifications.
In Section 3.1 we consider various classes of specifications that can be synthesized with effort cubic in the number of states of the reactive system. Our
synthesis algorithm is based on a novel type of game called General Reactivity of
rank 1 (GR (1)), with a winning condition of the form
(G F p1 ∧ · · · ∧ G F pm ) → (G F q1 ∧ · · · ∧ G F qn ),
where each pi and qi is a Boolean combination of atomic propositions. We show
symbolic algorithms to solve this game, build a winning strategy, and several ways
to optimize the winning strategy and to extract a system from it. We then show
how to use GR (1) games to solve the synthesis of LTL specifications in many
interesting cases. We demonstrate the solution with a JTLV-based application.
In Section 3.2 we introduce AspectLTL, a new declarative programming language that is based on the GR (1) fragment. AspectLTL is a temporal-logic based
language for the specification and implementation of crosscutting concerns, that
lifts declarative programming into practice.
Aspects of AspectLTL includes the specification of safety properties, which
may be used to prevent a base system from visiting ‘bad states’, the specification
of liveness properties, which may be used to force a base system to visit ‘good
states’ (infinitely often), and the addition of new behaviors to a base system, which
is done by specifying the existence of new transitions and new states as necessary.
Given an AspectLTL specification consisting of a base system and a set of aspects, we provide AspectLTL with a JTLV synthesis-based weaving application.
The output of the weaving application is a correct-by-construction executable artifact. Following a composition of the specified aspects with a base system, using
symbolic disjunctive and conjunctive operations, we formulate the problem of
correct weaving as a synthesis problem [144]. Essentially, we formulate the problem as a game between the environment and the (augmented) base system. Thus
AspectLTL literally lifts declarative programming into practice.
In spite of numerous advances in model checking methods, the verification
of concurrent programs remains an elusive goal. In Chapter 4 we continue our
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quest to leverage the verification developer skills, by considering the framework
of compositional reasoning.
Standard model checking algorithms prove safety properties through a reachability computation, computing an inductive assertion (the reachable states) that is
defined over the full state vector. They often suffer from the state explosion problem [38]; for concurrent programs, this is manifested as an exponential growth of
the state space with increasing number of components (i.e. PSPACE-hard in the
number of components). Symbolic B DD-based approaches have improved this
difficulty to some extent.
A promising approach to ameliorate the state explosion problem, is to decompose the verification task so that the reasoning is as localized as possible. The
local reasoning algorithm is a mechanization of the classical Owicki-Gries compositional method [134]. The setting is that of asynchronous, shared-memory
protocols. The algorithm constructs a “local proof”, which is a collection of perprocess invariants, {θi }, whose conjunction (i.e., θ1 ∧ θ2 . . . ∧ θN ) is guaranteed
to be a globally inductive whole-program invariant. This vector of local assertions is called a split-invariant, as the program invariant is in this conjunctive
form. Locality is enforced by syntactically limiting each process assertion to the
variables visible to that process. Both global inductiveness, and syntactical limitation strongly suggest that JTLV would be superior to further investigate such a
technique.
The computation of the strongest split invariant is a simultaneous fixpoint
computation over the vector (θ1 , θ2 , . . . , θN ). However, the strongest split invariant may be weaker than the set of reachable states, and therefore not strong
enough to prove a safety property. The work in [40] solves this problem by formulating a complete verification procedure which strengthens the split invariant by
discovering and adding auxiliary shared variables to track local predicates. The
work in [41] uses the split invariance as the basis for a new compositional algorithm for checking LTL properties. Experiments reported in these papers show
that assertional local reasoning can be significantly faster than monolithic (i.e.,
non-compositional) model checking.
In Section 4.1 we explore the parallelization of a symbolic compositional reasoning algorithm for checking safety properties. Prior approaches to parallelization partition the B DD representation of the reachability frontier, or the image
computation itself, but nonetheless compute the exact set of reachable states.
Based on the compositional technique, we present a multi-threaded JTLV application. The experimental results are encouraging, showing substantial speedup on
multi-cores systems with small memory overhead.
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In Section 4.2 we present a new compositional algorithm that can handle both
weak and strong fairness requirements locally. The idea is to replace the fairness
constraint with a weaker form (abstracted fairness), which depends on the current
split invariant, and is expressed over only the shared variables. If verification
succeeds with the weaker fairness assumption, the property is proved. If not, a
bogus counter-example is produced, and analyzed to strengthen the split invariant
in the next round of computation. This is repeated until a decisive result (either
success or a real counter-example) is obtained.
In Section 4.3, we present S PLIT, a new tool that implements the techniques
presented in [130, 40, 41, 42]. To the best of our knowledge, S PLIT is the first tool
to implement a fully automated compositional method for both safety and general
LTL properties.
In Chapter 5 we briefly describe other works that demonstrate the applicability
of our general thesis in other domains.
The topic of Section 5.1 is shape analysis – analysis of properties of programs that perform destructive updating on dynamically allocated storage (heaps)
[91]. Our approach is rather “shapeless” shape analysis and presents an alternative
technique for reasoning about programs that requires only reachability relations
between the program variables, rather than abstract representation of the heap
nodes (e.g., abstract shapes). The automation of our technique is supported by
JTLV procedures.
In Section 5.2 we discuss a recent development that supports two-way traceability and conflict debugging of AspectLTL programs. To enable two-way traceability we use symbolic operations that check for intersections between the transitions that can or cannot be taken and the formulas defined in the LTL aspects.
To support debugging of unrealizable specifications we reverse the roles of the
system and the environment in the synthesis game (namely, a Rabin game), and
use the winning strategy of the environment to produce a counter implementation,
that is, an interactive program, whose runs show exactly how any generated system can be forced by an (adverse) environment to violate the specifications. The
ideas are implemented with JTLV in the AspectLTL plug-in, available from [10].
To emphasize the dynamic nature of AspectLTL debugging process, a typical debugging session video is also available from [10].
In Section 5.3 we consider a slightly different approach. Here we tackle the
treatment of compassion requirements inherently by introducing a new deductive rule for verifying response properties, rather than a mechanical JTLV-based
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solution. This work resolves an open problem of previous rules. All previous approaches to verification of liveness under strong fairness requirements called for
a recursive application of the rule, that led to cumbersome and highly unnatural
style of proofs. Our new and much improved version of the proof rule contains no
recursion in its application. As such, it significantly streamlines the methodology
of deductive verification of temporal properties.
Finally, in Chapter 6 we conclude this dissertation.
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Chapter 2
Java Temporal Logic enVironment
In this chapter we present JTLV (homepage: http://jtlv.ysaar.net), a
new framework for developing computer-aided verification algorithms. Our focus here to lay down the infrastructure to address our hypothesis in which we
claim that adopting advanced programming techniques, implies that the developer
is able to leverage her skills. The evidence to the validity of our claim will become clear in the following chapters where we discuss synthesis (in Chapter 3),
compositional reasoning (in Chapter 4), and other developments (in Chapter 5).

2.1

JTLV: A Framework for Developing Verification
Algorithms1
Amir Pnueli, Yaniv Sa’ar, and Lenore D. Zuck
Abstract
Most existing verification tools are designed to serve as verifiers
where, to implement all but the simplest algorithm, a developer is assumed to be intimately familiar with the internal structure and implementation details of the system. For reasons of efficiency, verification
systems are commonly implemented in a low-level C code.

1

Appeared in proceedings of the 22nd international conference on Computer Aided Verification
(CAV 2010).
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The tool presented here, JTLV (Java Temporal Logic enVironment)
provides an abstract framework for developing verification applications in a high-level programming environment. JTLV allows the developer to focus on the verification goals at hand without sacrificing
performance or dealing with low-level details of the verification tool.

2.2

Introduction

JTLV is a computer-aided verification scripting environment offering state-of-theart Integrated Developer Environment for algorithmic verification applications.
JTLV may be viewed as a new, and much enhanced TLV [149], with Java rather
than TLV- BASIC as the scripting language. JTLV attaches its internal parsers as an
Eclipse editor, and facilitates a rich, common, and abstract verification developer
environment that is implemented as an Eclipse plugin.
JTLV allows for easy access to various low-level B DD packages with a highlevel Java programming environment, without the need to alter, or even access, the
implementation of the underlying B DD packages. It allows for the manipulation
and on-the-fly creation of B DD structures originating from various B DD packages,
whether existing ones or user-defined ones. In fact, the developer can instantiate
several B DD managers, and alternate between them during run-time of a single
application so to gain their combined benefits.
Through the high-level API the developer can load into the Java code several
SMV -like modules representing programs and specification files, and directly access their components. The developer can also procedurally construct such modules and specifications, which enables loading various data structures (e.g., statecharts, L SCs, and automata) and compile them into modules.
JTLV offers users the advantages of the numerous tools developed by Java’s
ecosystem (e.g., debuggers, performance tools, etc.). Moreover, JTLV developers are able to introduce software methodologies such as multi-threading, object
oriented design for verification algorithms, and reuse of implementations.

2.3
JTLV ,

JTLV :

Architecture

described in Fig. 2.1, is composed of three main components, the
Eclipse Interface, and the Core.

API ,

the

2.3.

JTLV :

Architecture
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Figure 2.1:

JTLV

Architecture.

API. In the following we present a set of sample functionalities. An exhaustive
list of the API is in [155]
•

TLV -like

ability to procedurally create and manipulate B DD’s on-the-fly, a
useful feature when dealing with abstractions and refinements ([11]);

• seamlessly alternate B DD packages at run-time (due to the factory design
pattern [170]);
• save (and load) B DDs to (and from) the file system;
• load modules written in NuSMV-like language enriched with Cadence SMVlike parsing of loops and arrays of processes;
• procedurally access module’s fields as well as its B DD’s;
• perform basic functionalities on a module, e.g., compute successors or predecessors, feasible states, shortest paths from one state to another, etc.;
• procedurally create new modules and add, remove, and manipulate fields ;
• load temporal logic specification files;
• procedurally create and access the specification objects.
JTLV supports threads, that are Java native threads coupled with dedicated
B DD memory managers. Each thread can execute freely, without dependencies
or synchronization with other threads. To allow for B DD-communication among
threads, JTLV provides a low-level procedure that copies B DDs from one B DD
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manager into another. Our experience has shown that for applications that accommodate compositionality, an execution using threads outperforms its sequential
counterparts.
Assisted by the API, the user can implement numerous types of verification
algorithms, some mentioned in the next section. It also contains the OpenVDL
(Open Verification Developer Library), which is a collection of known implementations enabling their reuse.
Eclipse User Interface. Porting the necessary infrastructure into Java enables
plugging JTLV into Eclipse, which in turn facilitates rich new editors to module
and specification languages (see website for snapshots). A new JTLV project automatically plugs-in all libraries. JTLV project introduces new builders that take
advantage of the underlying parsers, and connects them to these designated new
editors.
Core. The core component encapsulates the B DD implementation and parses the
modules and specifications. Through the JAVA -B DD ([170]) factory design pattern, a developer can use a variety of B DD packages (e.g., CUDD [162], BUDDY
[133], and CAL [158]), or design a new one. This also allows for the development
of an application regardless of the B DD package used. In fact, the developer can
alternate B DD packages during run-time of a single application. The encapsulation of the memory management system allows JTLV to easily instantiate numerous B DD managers so to gain the combined benefits of several B DD packages
simultaneously. This is enabled by APIs that allow for translations among B DD’s
generated by different packages, so that one can apply the functionality of a B DDpackage on a B DD generated by another package.

2.3.1

Simple Examples

2.3.1.1

Invariant Property

Fig. 2.2 presents a simple JTLV application (somewhat cramped, to fit paper format). The preamble declares that this application uses CUDD ([162]). The first part
loads muxsem4.smv (a simple mutual exclusion with semaphores protocol) and
retrieves a Module m, which is a pure Java object representing main. The second
part loads a “specification file” muxsem4.spc (the mutual exclusion property of
the SMV code) and stores the first Spec object in spc. The third part retrieves the
B DD representing the initial states of m and computes the reachable states with a
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Figure 2.2:

JTLV

reachable application.

simple fixpoint calculation. The fourth part performs the final test m cannot reach
a state that violates spc. (JTLV have an API method that can be used to perform
invariance testing.)
2.3.1.2

Simulation Relation

Fig. 2.3 presents a simple JTLV application that takes two modules As and Cs,
and the correlation between their states expressed by a B DD (cor). The code first
refines the correlation to express the closure of the set of states that are “winning”
for As. This is accomplished by computing the maximal fixpoint of the set of
states (abstract and concrete) where every concrete step implies the existence of
a matching abstract step. The latter is computed by the procedure step, where,
formally:

[[step (As, Cs, ϕ)]] =

s∈Σ

∀~x0 , (s, ~x0 ) |= ρCs → ∃~y 0 s.t. (s, ~x0 , ~y 0 ) |= ρAs
and (~x0 , ~y 0 ) ∈ [[ϕ]]
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Figure 2.3:

JTLV

simulation application.

The second part checks that for every initial concrete state there is a matching
abstract state. (As a matter of fact, the code can be replaced by a single call to an
API method that tests for simulation.)

2.3.2

Eclipse Editors

In the following Fig. 2.4 we present the SMV and specifications editors. Note the
error indicators in both editors.

2.4

Conclusion, Related, and Future Work

We introduced JTLV, a scripting environment for developing algorithmic verification applications. JTLV is not a dedicated model checker (e.g. [33, 113, 81]) –
its goal is to provide for a convenient development environment, and thus cannot

2.4. Conclusion, Related, and Future Work
Check Invariant
JTLV
TLV
NuSMV
Cadence SMV

Muxsem 56
11
21.4
18.1
24.6

14
Bakery 7
39.9
36.2
37.8
53.6

Szymanski 6
34.4
19
19.4
36.7

Table 2.1: Performance results (in sec.) of JTLV, compared to other model checkers.
be compared to a particular model checkers. Yet, as shown in Table 2.1, our implementation of invariance checking at times outperforms similar computations in
such model checkers.
We are happy to report that JTLV already has a small, and avid, user community, including researchers from Imperial College London [137], New York
University [43, 42, 45], Bell Labs Alcatel-Lucent [43, 42, 45], Weizmann Institute [78, 79], Microsoft Research Cambridge, RWTH-Aachen, California Institute of Technology [173, 172], GRASP Laboratory University of Pennsylvania
[65], and University of California Los Angeles. In these works JTLV is applied
to: Streett and Rabin Games; Synthesis of GR(k) specifications; Compositional
multi-theaded model checking; Compositional LTL model checking; Verifying
heap properties; Automata representation of L SCs and Statecharts; Synthesis of
L SCs and of hybrid controllers.
The JTLV library (see [155]) includes numerous model checking applications,
including LTL and CTL * model checking [99], fair-simulation [96], a synthesis
algorithm [139], Streett and Rabin games [138], compositional model checking
([41]), and compositional multi threaded model checking [45]. The API can also
facilitate the reduction of other models into the verification framework (see, e.g.,
[78] where L SCs are reduced to automata).
We are currently developing a new thread-safe B DD package to allow concurrent access from multiple clients. Integrating a thread-safe B DD package into
JTLV will entail a new methodology, which will streamline the development of
multi-threaded symbolic algorithms. This calls for an in-depth overview of many
symbolic applications. We are also in the process of developing new interfaces to
non-B DD managers
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Figure 2.4:

SMV

and specification editors, both indicating errors.

16

Chapter 3
Synthesis
Our goal in this chapter is to support our hypothesis, namely leveraging the verification developer skills. In the followings we consider the problem of synthesizing
digital designs from their LTL specification.
In the first part of the chapter we present the synthesis problem, and identify
an expressive fragment of LTL for which we present a polynomial algorithm. The
algorithm was developed using JTLV. This work appeared first in [139]. The
work presented here is from [24], and contains detailed proofs, extensions to the
fragment, optimizations of the result, and industrial case studies. The author of
this dissertation had no part in the development of the case studies appearing in
Subsections 3.1.6 and 3.1.7 in the original manuscript. These subsections are not
required for the flow of presentation and are removed from this manuscript.
When concurrency plays an important role, there is some evidence that declarative programming is preferable. A solution to the synthesis problem enables logical style declarative programming. In the second part of the chapter we present a
new declarative style aspectual programming language (called AspectLTL). The
language is supported by a JTLV-based prototype tool, that literally lifts declarative programming into practice.
Both parts demonstrate how JTLV enables the development of advanced verification tools, and support our claim that adopting advanced programming techniques implies that the developer is able to leverage her skills.
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3.1

Synthesis of Reactive(1) Designs1 2
Roderick Bloem, Barbara Jobstmann, Nir Piterman,
Amir Pnueli, and Yaniv Sa’ar
Abstract
We address the problem of automatically synthesizing digital designs from linear-time specifications. We consider various classes of
specifications that can be synthesized with effort cubic in the number
of states of the reactive system, where we measure effort in symbolic
steps.
The synthesis algorithm is based on a novel type of game called
General Reactivity of rank 1 (GR (1)), with a winning condition of the
form
(G F p1 ∧ · · · ∧ G F pm ) → (G F q1 ∧ · · · ∧ G F qn ),
where each pi and qi is a Boolean combination of atomic propositions.
We show symbolic algorithms to solve this game, to build a winning
strategy and several ways to optimize the winning strategy and to extract a system from it. We also show how to use GR (1) games to solve
the synthesis of LTL specifications in many interesting cases.
As empirical evidence to the generality and efficiency of our approach we include two significant case studies. We describe the formal specifications and the synthesis process applied to a buffer controller and to a bus arbiter. Both are realistic industrial hardware specifications of modest size.

3.1.1

Introduction

One of the most ambitious and challenging problems in computer science is the
automatic synthesis of programs and (digital) designs from logical specifications.
A solution to this problem would lift programming from the current level, which
1

This version is based on the paper [139].
To Appear in Journal of Computer and System Sciences (JCSS), Special Issue in Honor of
Amir Pnueli.
2
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is mostly imperative, to a declarative, logical style. There is some evidence that
this level is preferable, in particular when concurrency plays an important role.
The synthesis problem was first identified by Church [32]. Several methods
have been proposed for its solution [25, 152]. The two prevalent approaches to
solving the synthesis problem were by reducing it to the emptiness problem of
tree automata, and viewing it as the solution of a two-person game. In these
preliminary studies of the problem, the logical specification that the synthesized
system should satisfy was given as an S1S formula and the complexity of synthesis
is non-elementary.
The problem was considered again in [144] in the context of synthesizing
reactive modules from a specification given in Linear Temporal Logic (LTL). This
followed two previous attempts [36, 121] to synthesize programs from temporal
specification, which reduced the synthesis problem to satisfiability, ignoring the
fact that the environment should be treated as an adversary. The method proposed
in [144] for a given LTL specification ϕ starts by constructing a Büchi automaton
Bϕ , which is then determinized into a deterministic Rabin automaton. This double
translation necessarily causes a doubly exponential time complexity [154].
The high complexity established in [144, 154] caused the synthesis process to
be identified as hopelessly intractable and discouraged many practitioners from
ever attempting to use it for any sizeable system development. Yet there exist
several interesting cases where the synthesis problem can be solved in polynomial
time, by using simpler automata or partial fragments of LTL [169, 6, 77, 90]. Representative cases are the work in [9] which presents an efficient quadratic solution
(N 2 ) to games (and hence synthesis problems) where the acceptance condition is
one of the LTL formulas G p, F q, G F p, or F G q. A more recent paper is
[6] which presents efficient synthesis approaches for the LTL fragment consisting
of a Boolean combinations of formulas of the form G p.
This paper can be viewed as a generalization of the results of [9] and [6] into
the wider class of Generalized Reactivity(1) formulas (GR (1)), i.e., formulas of
the form
(G F p1 ∧ · · · ∧ G F pm )

→

(G F q1 ∧ · · · ∧ G F qn ).

(3.1)

Here, we assume that the specification is an implication between a a set of assumptions and a set of guarantees. Following the results of [96], we show how
any synthesis problem whose specification is a GR (1) formula can be solved with
effort O(N 3 ), where N is the size of the state space of the design and effort is
measured in symbolic steps, i.e., in the number of preimage computations [20].
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Furthermore, we present a symbolic algorithm for extracting a design (program)
which implements the specification.
We show that GR (1) formulas can be used to represent a relatively wide set of
specifications. First, we show that we can include past LTL formulas in both the assumptions and the guarantees. Second, we show that each of the assumptions and
guarantees can be a deterministic Just Discrete System (Büchi automaton). Thus,
our method does not incur the exponential blow-ups incurred in LTL synthesis for
the translation of the formula to an automaton and for the determinization of the
automaton because the user provides the specification as a set of deterministic automata. (But note that the state space of the system is the product of the sizes of
the automata, which may cause an exponential blowup.) Furthermore, a symbolic
implementation of our algorithm is easily obtained when the automata are represented in symbolic form. One drawback is that our formalism is less expressive
than LTL. In particular, Reactivity (Streett) conditions can not be expressed.
The reader may suspect that GR (1) specifications place an undue burden on
the user or that the expressivity is too limited. We argue that this is not the case.
Intuitively, many specifications can naturally be split into assumptions on the environment and guarantees on the system. (Cf. [141].) Often, assumptions and
guarantees can naturally be written as conjunctions of simple properties that are
easily expressed as deterministic automata. We substantiate this view by presenting two case studies of small but realistic industrial modules. We show that the
specifications for these modules can be expressed in GR (1), that their specifications are compact and easy to read, and that they can be synthesized relatively
efficiently.
The first case study concerns a generalized buffer from IBM, a tutorial design
for which a good specification is available. The second concerns the arbiter for
one of the AMBA buses [118], a characteristic industrial design that is not too big.
This is the first time realistic industrial examples have been tackled; previous work
has only considered toy examples such as a simple mutual exclusion protocol, an
elevator controller, or a traffic light controller [77, 139, 88].
Our work stresses the compositionality of synthesis from LTL specifications
and the structure of specifications as a guide to efficient synthesis. At the same
time, it emphasizes the symbolic analysis of state space through the usage of
B DDs. Sohail et al. tried to remove some of the restrictions on the expressive
power imposed by our work [161, 160]. They present a compositional approach in
which each property is translated to a Büchi or parity automaton and the resulting
generalized parity game is solved symbolically. They also try to circumvent the
construction of deterministic automata [80]. Morgenstern and Schneider present
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a similar approach. They attempt to construct an automaton that is minimal in the
automata hierarchy for each of the properties in the specification [129]. In recent
years significant theoretical progress has been made in approaches that emphasize
the treatment of full LTL. One key observation is that LTL realizability and synthesis can be reduced to games that are easier to solve than Rabin or parity games,
when bounding the size of the resulting system. In [112], Kupferman and Vardi
show a reduction to Büchi games that avoids the determinization procedure by
going through universal co-Büchi automata. Their approach is further extended to
work compositionally for specifications that are a conjunction of properties [111].
The algorithm of [112] was implemented directly in [88].
Schewe and Finkbeiner notice that the universal co-Büchi automata introduced
in [112] also enable a reduction to Safety games [159]. They also propose to
use these insights to solve distributed synthesis, where the size of components is
bounded. Filiot, Jin, and Raskin [62] make the same observation and implement
this approach using antichains to efficiently encode sets of states [62]. To date,
these approaches are still very restricted in the scale of systems they can handle.
This paper has two parts: the first part presents the algorithms and techniques
used to synthesize systems, and the second part concentrates on their application.
In the first part, we start with presenting the notation and recalling known results
(Subsection 3.1.2). Then, we show how to solve Generalized Reactive(1) games
symbolically (Subsection 3.1.3), compute a winning strategy, and extract a correct
program, if it exists (Subsection 3.1.4). Finally, in Subsection 3.1.5, we show how
the techniques developed in Subsections 3.1.3 and 3.1.4 are used to synthesize
systems from temporal specifications. The second part of the paper is dedicated
to two case studies we performed using the techniques presented before. In Subsection 3.1.6, we describe the Generalized Buffer, give its formal specification,
and show the results of synthesizing them. In Subsection 3.1.7, we do the same
for the AMBA AHB arbiter. We discuss lessons learned and conclude in Subsection 3.1.8.

3.1.2

Preliminaries

3.1.2.1

Linear Temporal Logic

We assume a countable set of Boolean variables (propositions) V. Without loss of
generality, we assume that all variables are Boolean. The general case in which a
variable ranges over arbitrary finite domains can be reduced to the Boolean case.
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LTL

formulas are constructed as follows.
ϕ ::= p | ¬ϕ | ϕ ∨ ϕ | X ϕ | ϕ U ϕ | Y ϕ | ϕ S ϕ

A model σ for a formula ϕ is an infinite sequence of truth assignments to
propositions. Namely, if P̂ is the set of propositions appearing in ϕ, then for
every finite set P such that P̂ ⊆ P , a word in (2P )ω is a model. Given a model
σ = σ0 , σ1 , . . ., we denote by σi the set of propositions at position i. For a formula
ϕ and a position i ≥ 0, we say that ϕ holds at position i of σ, written σ, i |= ϕ,
and define it inductively as follows:
• For p ∈ P we have σ, i |= p iff p ∈ σi .
• σ, i |= ¬ϕ iff σ, i 6|= ϕ
• σ, i |= ϕ ∨ ψ iff σ, i |= ϕ or σ, i |= ψ
• σ, i |= X ϕ iff σ, i + 1 |= ϕ
• σ, i |= ϕ U ψ iff there exists k ≥ i such that σ, k |= ψ and σ, j |= ϕ for all j,
i≤j<k
• σ, i |= Y ϕ iff i > 0 and σ, i − 1 |= ϕ
• σ, i |= ϕ S ψ iff there exists k, 0 ≤ k ≤ i such that σ, k |= ψ and σ, j |= ϕ
for all j, k < j ≤ i
If σ, 0 |= ϕ, then we say that ϕ holds on σ and denote it by σ |= ϕ. A set of
models M satisfies ϕ, denoted M |= ϕ, if every model in M satisfies ϕ.
We use the usual abbreviations of the Boolean connectives ∧, → and ↔ and
the usual definitions for true and false. We use the temporal abbreviations F
(eventually), G (globally), W (weakuntil), and for the past fragment H (historically), P (once), and B (backto) which are defined as follows.
• F ϕ = T U ϕ,
• G ψ = ¬ F ¬ϕ,
• ϕ W ψ = (ϕ U ψ) ∨ G ϕ,
• P ϕ = T S ϕ,
• H ψ = ¬ P ¬ϕ, and
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• ϕ Bψ = (ϕ S ψ) ∨ H ϕ.
In Subsections 3.1.6 and 3.1.7, we also use abbreviations to indicate the raising
or the falling edge of a signal, and state nested weak until formulas. The abbreviations are inspired by the ones designed in PSL [55]. Given an atomic proposition
p and two LTL formulas ϕ and ψ, we define
• raise(p) = ¬p ∧ X p,
• fall(p) = p ∧ X ¬p, and
• ϕ W [i]ψ = ϕ W (ψ ∧ X(ϕ W [i − 1]ψ)) for i > 1 and ϕ W [1]ψ = ϕ W ψ.
We distinguish between safety and liveness properties. A property ϕ is a safety
property if for every model σ that violates ϕ, i.e., σ 6|= ϕ, there exists an i such
that for every σ 0 that agrees with σ up to position i, i.e., ∀0 ≤ j ≤ i, σi0 = σi ,
σ 0 also violates ϕ. A property ϕ is a liveness property if for every prefix of a
model σ0 , . . . , σi there exists an infinite model σ that starts with σ0 , . . . , σi and
σ |= ϕ. Intuitively, safety properties specify bad things that should never happen
and liveness properties specify good things that should occur. We distinguish
between properties that are (i) safety, (ii) liveness, or (iii) combination of safety
and liveness.
A formula that does not include temporal operators is a Boolean formula (or
an assertion). Given non-overlapping sets of Boolean variables V1 , . . . , Vk , we
use the notation ϕ(V1 , . . . , Vk ) to indicate that ϕ is a Boolean formula over V1 ∪
· · · ∪ Vk . For Boolean formulas we consider models representing only a single
truth assignment, i.e., given a Boolean formula ϕ(V), we say that s ∈ 2V models
(or satisfies) ϕ, written as s |= ϕ, if the formula obtained from ϕ by replacing
all variables in s by true and all other variables by false is valid. Formally, we
define s |= ϕ inductively by (i) for v ∈ V, s |= v iff v ∈ s, (ii) s |= ¬ϕ iff
s 6|= ϕ, and (iii) s |= ϕ ∨ ψ iff s |= ϕ or s |= ψ. We call the set of all possible
assignments to variables V states and denote them by ΣV (or simply Σ, if V is
clear from the context), i.e., ΣV = 2V . We say that s is a ϕ-state if s |= ϕ.
Given a formula ϕ and a set of states S ⊆ ΣV , we say S satisfies ϕ denoted by
S |= ϕ, if for all s ∈ S, s |= ϕ holds. Given a subset Y ⊆ V of the variables
and a state s ∈ ΣV , we denote by s|Y the projection of s to Y, i.e., s|Y = {y ∈
Y | y ∈ s}. We will often use assertions over V1 ∪ · · · ∪ Vk ∪ V10 ∪ · · · ∪ Vk0 ,
where Vi0 is the set of primed versions of variables in Vi , i.e., Vi0 = {v 0 | v ∈ Vi }.
Given an assertion ϕ(V1 , . . . , Vk , V10 , . . . , Vk0 ) and assignments si , ti ∈ ΣVi , we use
(s1 , . . . , sk , t01 , . . . , t0k ) |= ϕ to abbreviate s1 ∪ · · · ∪ s2 ∪ t01 ∪ · · · ∪ t0k |= ϕ, where
t0i = {v 0 ∈ Vi0 | v ∈ ti }.
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3.1.2.2

Fair Discrete Systems

A fair discrete system (FDS) [97] is a symbolic representation of a transition system with finitely many states and weak and strong fairness constraints. We use
FDS to represent reactive systems such as concurrent systems that communicate
by shared variables or digital circuits. Formally, an FDS D = hV, θ, ρ, J , Ci consists of the following components.
• V = {v1 , ..., vn } : A finite set of Boolean variables. We define a state s to
be an interpretation of V, i.e., s ∈ ΣV .
• θ : The initial condition. This is an assertion over V characterizing all the
initial states of the FDS. A state is called initial if it satisfies θ.
• ρ : A transition relation. This is an assertion ρ(V ∪ V 0 ), relating a state
s ∈ Σ to its D-successors s0 ∈ Σ, i.e., (s, s0 ) |= ρ.
• J = {J1 , . . . , Jm } : A set of justice requirements (weak fairness). Each
requirement J ∈ J is an assertion over V that is intended to hold infinitely
many times in every computation.
• C = {(P1 , Q1 ), . . . , (Pn , Qn )} : A set of compassion requirements (strong
fairness). Each requirement (P, Q) ∈ C consists of a pair of assertions, such
that if a computation contains infinitely many P -states, it should also hold
infinitely many Q-states.
We define a run of the FDS D to be a maximal sequence of states σ = s0 , s1 , . . .
satisfying (i) initiality, i.e., s0 |= θ, and (ii) consecution, i.e., for every j ≥ 0,
(sj , sj+1 ) |= ρ. A sequence σ is maximal if either σ is infinite or σ = s0 , . . . , sk
and sk has no D-successor, i.e., for all sk+1 ∈ Σ, (sk , sk+1 ) 6|= ρ.
A run σ is called a computation of D if it is infinite and satisfies the following
additional requirements: (i) justice (or weak fairness), i.e., for each J ∈ J , σ
contains infinitely many J-positions, i.e., positions j ≥ 0, such that sj |= J,
and (ii) compassion (or strong fairness), i.e., for each (P, Q) ∈ C, if σ contains
infinitely many P -positions, it must also contain infinitely many Q-positions.
We say that an FDS D implements specification ϕ, denoted D |= ϕ, if every
run of D is infinite, and every computation of D satisfies ϕ. An FDS is said to
be fairness-free if J = C = ∅. It is called a just discrete system (JDS) if C = ∅.
When J = ∅ or C = ∅ we simply omit them from the description of D. Note
that for most reactive systems, it is sufficient to use a JDS (i.e., compassion-free)
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model. Compassion is only needed in cases, in which the system uses built-in
synchronization constructs such as semaphores or synchronous communication.
An FDS D is deterministic with respect to X ⊆ V, if (i) D has deterministic
initial states, i.e, for all states s, t ∈ ΣV , if s |= θ, t |= θ, and s|X = t|X , then s = t
holds, and (ii) D has deterministic transitions, i.e., for all states s, s0 , s00 ∈ ΣV , if
(s, s0 ) |= ρ, (s, s00 ) |= ρ, and s0 |X = s00 |X , then s0 = s00 holds.
An FDS D is complete with respect to X ⊆ V, if (i) for every assignment
sX ∈ ΣX , there exists a state s ∈ ΣV such that s|X = sX and s |= θ, and (ii) for
all states s ∈ ΣV and assignments s0X ∈ ΣX , there exists a state s0 ∈ ΣV such that
s0 |X = s0X and (s, s0 ) |= ρ. Every FDS can be made complete w.r.t. any X ⊆ V by
adding a Boolean variable sf and setting θ̂ := sf ↔ θ and ρ̂ := sf 0 ↔ (ρ ∧ sf ) and
adding sf as an additional justice requirement.
Given an FDS D that is deterministic and complete w.r.t. X , for every possible
sequence σ = s0 , s1 , . . . of states in ΣX , D has a unique run τ = t0 , t1 , . . . such
that for all j ≥ 0, sj |X = tj |X holds. We call τ the run of D on σ. Note that D
can be seen as a symbolic representation of a Mealy machine with input signal X
and output signals V \ X . We say that a sequence σ ∈ (ΣX )ω is accepted by D, if
the run of D on σ is a computation.
For every FDS D, there exists an LTL formula ϕD , called the temporal semantics of D, which characterizes the computations of D. It is given by:
^
^
ϕD : θ ∧ G(ρ(V, X V)) ∧
GFJ ∧
(G F P → G F Q),
J∈J
(P,Q)∈C
where ρ(V, X V) is the formula obtained from ρ by replacing each instance of
primed variable v 0 by the LTL formula X v.
Note that in the case that D is compassion-free (i.e., it is a JDS), then its temporal semantics has the form
^
ϕD : θ ∧ G(ρ(V, X V )) ∧
G F J.
J∈J

Here, we are interested in open systems. That is, systems that interact with
their environment: that receive some inputs and react to them. For such systems
specifications are usually partitioned into assumptions and guarantees. The intended meaning is that if all assumptions hold then all guarantees should hold as
well. That is, if the environment behaves as expected then the system will behave
as expected as well. In many cases, when we consider the conjunction of all assumptions (or all guarantees) the resulting formula is the temporal semantics of a
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JDS .

That is, it is common to get specifications of the form ϕe and ϕs , where (i)
ϕe and ϕs are conjunctions of smaller properties, (ii) ϕe and ϕs are the temporal
semantics of JDSs, and (iii) the intended meaning is that the system should satisfy
ϕe → ϕs .
3.1.2.3

Game Structures

We consider two-player games played between a system and an environment. The
goal of the system is to satisfy the specification regardless of the actions of the
environment. Formally, a game structure G = hV, X , Y, θe , θs , ρe , ρs , ϕi consists
of the following components.
• V = {v1 , . . . , vn } : A finite set of typed state variables over finite domains.
Without loss of generality, we assume they are all Boolean. A state and the
set of states ΣV are defined as before.
• X ⊆ V is a set of input variables. These are variables controlled by the
environment.
• Y = V \ X is a set of output variables. These are variables controlled by
the system.
• θe is an assertion over X characterizing the initial states of the environment.
• θs is an assertion over V characterizing the initial states of the system.
• ρe (V, X 0 ) is the transition relation of the environment. This is an assertion
relating a state s ∈ Σ to a possible next input value sX ∈ ΣX by referring
to unprimed copies of V and primed copies of X . The transition relation ρe
identifies valuation sX ∈ ΣX as a possible input in state s if (s, sX ) |= ρe .
• ρs (V, X 0 , Y 0 ) is the transition relation of the system. This is an assertion
relating a state s ∈ Σ and an input value sX ∈ ΣX to an output value
sY ∈ ΣY by referring to primed and unprimed copies of V. The transition
relation ρs identifies a valuation sY ∈ ΣY as a possible output in state s
reading input sX if (s, sX , sY ) |= ρs .
• ϕ is the winning condition, given by an LTL formula.
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A state s is initial if it satisfies both θe and θs , i.e., s |= θe ∧ θs . For two states s
and s0 of G, s0 is a successor of s if (s, s0 ) |= ρe ∧ ρs . A play σ of G is a maximal
sequence of states σ = s0 , s1 , . . . satisfying (i) initiality, i.e., s0 is initial and (ii)
consecution, i.e., for each j ≥ 0, sj+1 is a successor of sj . Let G be a game
structure and σ be a play of G. Initially, the environment chooses an assignment
sX ∈ ΣX such that sX |= θe and the system chooses an assignment sY ∈ ΣY
such that (sX , sY ) is initial. From a state s, the environment chooses an input
sX ∈ ΣX such that (s, sX ) |= ρe and the system chooses an output sY ∈ ΣY such
that (s, sX , sY ) |= ρs . We say that a play starting in state s is an s-play.
A play σ = s0 , s1 , . . . is winning for the system if either (i) σ is finite and there
is no assignment sX ∈ ΣX such that (sn , sX ) |= ρe , where sn is the last state in σ,
or (ii) σ is infinite and it satisfies ϕ. Otherwise, σ is winning for the environment.
A strategy for the system is a partial function f : M × Σ × ΣX 7→ M ×
ΣY , where M is some memory domain with a designated initial value m0 ∈ M ,
such that for every s ∈ Σ, every sX ∈ ΣX , and m ∈ M if (sn , sX ) |= ρe then
(s, sX , sY ) |= ρs , where f (m, s, sX ) = (m0 , sY ). Let f be a strategy for the
system. A play s0 , s1 , . . . is said to be compliant with strategy f if for all i ≥ 0
we have f (mi , si , si+1 |X ) = (mi+1 , si+1 |Y ). Notice, that the sequence m0 , m1 , . . .
is implicitly defined. Strategy f is winning for the system from state s ∈ ΣV if
all s-plays (plays starting from s) which are compliant with f are winning for the
system. We denote by Ws the assertion characterizing the set of states from which
there exists a winning strategy for the system. For player environment, strategies,
winning strategies, and the winning set We are defined dually. A game structure
G is said to be winning for the system, if for all sX ∈ ΣX , if sX |= θe , then there
exists sY ∈ ΣY such that (sX , sY ) |= θs and (sX , sY ) |= Ws . We say that f uses
finite memory or is finite when M is finite. When M is a singleton, we say that f
is memoryless.

Realizability and Synthesis
Given an LTL formula ϕ over sets of input and output variables X and Y, we
say that an FDS D = hV, θ, ρ, J , Ci realizes ϕ if (i) V contains X and Y, (ii)
D is complete with respect to X , and (iii) D |= ϕ. Such an FDS is called a
controller for ϕ, or just a controller. We say that the specification is realizable
([144]), if there exists a fairness-free FDS D that realizes it. Otherwise, we say
that the specification is unrealizable. If the specification is realizable, then the
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construction of such a controller constitutes a solution for the synthesis problem3 .
Given an LTL formula over sets of input and output variables X and Y, respectively, its realizability problem can be reduced to the decision of winner in a game.
Formally, Gϕ = hX ∪ Y, X , Y, true, true, true, true, ϕi is the game where the initial conditions and the transition relations are true and the winning condition is
ϕ. If the environment is winning in Gϕ , then ϕ is unrealizable. If the system is
winning in Gϕ , then ϕ is realizable. Furthermore, from the winning strategy of
the system it is possible to extract a controller that realizes ϕ. Realizability for
general LTL specifications is 2EXPTIME-complete [145]. It is well known that
for LTL specifications it is sufficient to consider finite memory strategies. In this
paper we are interested in a subset of LTL for which we solve realizability and
synthesis in time exponential in the size of the LTL formula and polynomial in the
resulting controller.
More generally, consider a game G : hV, X , Y, θe , θs , ρe , ρs , ϕi. The system
wins in G iff the following formula is realizable.
ϕG = (θe → θs ) ∧ (θe → G((H ρe ) → ρs )) ∧ (θe ∧ G ρe → ϕ))
Formally, we have the following.
Theorem 3.1 The system wins in a game G iff ϕG is realizable.
The proof of this theorem resembles the proof of Theorem 3.4 and is omitted.

3.1.3

Generalized Reactive(1) Games

In [96], we consider the case of Generalized Reactive(1) games (called there generalized Streett(1) games). In these games the winning condition is an implication
between conjunctions of recurrence formulas (G F J where J is a Boolean formula). We repeat the main ideas from [96] and show how to solve GR (1) games,
by computing the winning regions of each of the players. We start with a definition of µ-calculus over game structures. We then give the µ-calculus formula that
characterizes the set of winning states of the system; and explain how to implement this solution symbolically. We defer the extraction of a controller from this
computation to Subsection 3.1.4. We finish this section by explaining the straight
forward usage of GR (1) games in synthesis from LTL. In Subsection 3.1.5 we
include a thorough discussion of usage of GR (1) games for LTL synthesis.
3

As all the variables of FDSs are Boolean, this definition calls for realizability by a finite state
system. It is well known that for LTL specifications realizability and realizability by finite state
systems are the same.
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µ-calculus over Game Structures

We define µ-calculus [104] over game structures. Consider a game structure
G : hV,
X , Y, θe , θs , ρe , ρs , ϕi. For every variable v ∈ V the formulas v and ¬v are atomic
formulas. Let V ar = {X, Y, . . .} be a set of relational variables. The µ-calculus
formulas are constructed as follows.
ϕ ::= v | ¬v | X | ϕ ∨ ϕ | ϕ ∧ ϕ | 1 ϕ | 0 ϕ | µXϕ | νXϕ
A formula ψ is interpreted as the set of G-states in Σ in which ψ is true. We write
such set of states as [[ψ]]EG where G is the game structure and E : V ar → 2Σ
is an environment. The environment assigns to each relational variable a subset
of Σ. We denote by E[X ← S] the environment such that E[X ← S](X) = S
and E[X ← S](Y ) = E(Y ) for Y 6= X. The set [[ψ]]EG is defined inductively as
follows4 .
• [[v]]EG = {s ∈ Σ | s[v] = 1}
• [[¬v]]EG = {s ∈ Σ | s[v] = 0}
• [[X]]EG = E(X)
• [[ϕ ∨ ψ]]EG = [[ϕ]]EG ∪ [[ψ]]EG
• [[ϕ ∧ ψ]]EG = [[ϕ]]EG ∩ [[ψ]]EG


∀s0X ∈ ΣX , (s, s0X ) |= ρe → ∃s0Y ∈ ΣY such that
E
• [[1 ϕ]]G = s ∈ Σ
(s, s0X , s0Y ) |= ρs and (s0X , s0Y ) ∈ [[ϕ]]EG
A state s is included in [[1 ϕ]]EG if the system can force the play to reach
a state in [[ϕ]]EG . That is, regardless of how the environment moves from s,
the system can choose an appropriate move into [[ϕ]]EG .


0
0
0
∃s
∈
Σ
such
that
(s,
s
)
|=
ρ
and
∀s
∈
Σ
,
X
e
Y
X
X
Y
• [[0 ϕ]]EG = s ∈ Σ
(s, s0X , s0Y ) |= ρs → (s0X , s0Y ) ∈ [[ϕ]]EG
A state s is included in [[0 ϕ]]EG if the environment can force the play to
reach a state in [[ϕ]]EG . As the environment moves first, it chooses an input
s0X ∈ ΣX such that for all choices of the system the successor s is in [[ϕ]]EG .
4

Only for finite game structures.
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E[X←Si ]

• [[µXϕ]]EG = ∪i Si where S0 = ∅ and Si+1 = [[ϕ]]G

E[X←Si ]

• [[νXϕ]]EG = ∩i Si where S0 = Σ and Si+1 = [[ϕ]]G

When all the variables in ϕ are bound by either µ or ν the initial environment is
not important and we simply write [[ϕ]]G . In case that G is clear from the context
we write [[ϕ]].
The alternation depth of a formula is the number of alternations in the nesting
of least and greatest fixpoints. A µ-calculus formula defines a symbolic algorithm for computing [[ϕ]] [57] (i.e, an algorithm that manipulates sets of states
rather than individual states). For a µ-calculus formula of alternation depth k, this
symbolic algorithm requires the computation of at most O(|Σ|k+1 ) symbolic next
step operations. By saving intermediate results of the symbolic computation it is
possible to reduce the number of symbolic next step operations of the symbolic
k+1
algorithm to O(|Σ|d 2 e ) [117]. In general, if the number of transitions of G is
m, then it is known that a µ-calculus formula over G can be evaluated in time
k
proportional to O(m|Σ|b 2 c ) [92]. For a full exposition of µ-calculus we refer the
reader to [56]. We often abuse notations and write a µ-calculus formula ϕ instead
of the set [[ϕ]].
In some cases, instead of using a very complex formula, it may be more readable to use vector notation as in Equ. 3.2 below.

ϕ=ν

Z1
Z2



µY (1 Y ∨ p ∧ 1 Z2 )
µY (1 Y ∨ q ∧ 1 Z1 )



(3.2)

Such a formula, may be viewed as the mutual fixpoint of the variables Z1 and Z2
or equivalently as an equal formula where a single variable Z replaces both Z1
and Z2 and ranges over pairs of states [116]. The formula above characterizes
the set of states from which system can force the game to visit p-states infinitely
often and q-states infinitely often. We can characterize the same set of states by
the following ‘normal’ formula5 .
ϕ = νZ ([µY (1 Y ∨ p ∧ 1 Z)] ∧ [µY (1 Y ∨ q ∧ 1 Z)])
5

This does not suggest a canonical translation from vector formulas to plain formulas. The
same translation works for the formula in Equ. 3.3 below. Note that the formula in Equ. 3.2 and
the formula in Equ. 3.3 have a very similar structure.
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Solving GR (1) Games

Let G be a game where the winning condition is of the following form.
ϕ=

m
^
i=1

G F Jie

→

n
^

G F Jjs

j=1

Here Jie and Jjs are sets of Boolean formulas. We refer to such games as Generalized Reactivity(1) games, or GR (1) in short. In [96] we term these games
as generalized Streett(1) games and provide the following µ-calculus formula to
solve them. Let j ⊕ 1 = (j mod n) + 1.
! 


m
_
νX(J1s ∧ 1 Z2 ∨ 1 Y ∨ ¬Jie ∧ 1 X) 
 Z1  µY



i=1
! 


m



_
 Z  µY
s
e
νX(J2 ∧ 1 Z3 ∨ 1 Y ∨ ¬Ji ∧ 1 X) 
 2 




i=1
 (3.3)

ϕgr = ν 
..
 .. 

.
 . 

 . 

.
 .. 

..



!



m
_



s
e
Zn
µY
νX(Jn ∧ 1 Z1 ∨ 1 Y ∨ ¬Ji ∧ 1 X)
i=1

Intuitively, for j ∈ [1..n] and i ∈ [1..m] the greatest fixpoint νX(Jjs ∧ 1 Zj⊕1 ∨
1 Y ∨ ¬Jie ∧ 1 X) characterizes the set of states from which the system can
force the play either to stay indefinitely in ¬Jie states (thus violating the left hand
side of the implication) or in a finite number of steps reach a state in the set Jjs ∧
1 Zj⊕1 ∨ 1 Y . The two outer fixpoints make sure that the system wins from the
set Jjs ∧ 1 Zj⊕1 ∨ 1 Y . The least fixpoint µY makes sure that the unconstrained
phase of a play represented by the disjunct 1 Y is finite and ends in a Jjs ∧
1 Zj⊕1 state. Finally, the greatest fixpoint νZj is responsible for ensuring that,
s
after visiting Jjs , we can loop and visit Jj⊕1
and so on. By the cyclic dependence
of the outermost greatest fixpoint, either all the sets in Jjs are visited or, getting
stuck in some inner greatest fixpoint, some Jie is visited only finitely many times.
Lemma 3.2 [96] Ws = [[ϕ]]
We include in Fig. 3.1 a (slightly simplified) code of the implementation of
this µ-calculus formula in JTLV ([148]). We denote the system and environment
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public BDD calculate_win() {
BDD Z = TRUE;
for (Fix fZ = new Fix(); fZ.advance(Z);) {
mem.clear();
for (int j = 1; j <= sys.numJ(); j++) {
BDD Y = FALSE;
for (Fix fY = new Fix(); fY.advance(Y);) {
BDD start = sys.Ji(j).and(cox(Z)).or(cox(Y));
Y = FALSE;
for (int i = 1; i <= env.numJ(); i++) {
BDD X = Z;
for (Fix fX = new Fix(); fX.advance(X);)
X = start.or(env.Ji(i).not().and(cox(X)));
mem.addX(j, i, X); // store values of X
Y = Y.or(X);
}
mem.addY(j, Y); // store values of Y
}
Z = Y;
}
}
return Z;
}

Figure 3.1:

JTLV



implementation of Equ. 3.3

players by sys and env, respectively. We denote Jie and Jjs by env.Ji(i) and
sys.Ji(j), respectively. 1 is denoted by cox.
We use Fix to iterate over the fixpoint values. The loop terminates if two
successive values are the same. We use mem to collect the intermediate values of
Y and X. We denote by mY the two dimensional vector ranging over 1..n, and 1..k,
where k is the depth of the least fixpoint iteration of Y. We denote by mX a three
dimensional vector ranging over 1..n, 1..k, and 1..m. We use the sets mY[j][r]
and their subsets mX[j][r][i] to define n memoryless strategies for the system. The
strategy fj is defined on the states in Zj . We show that the strategy fj either
forces the play to visit Jjs and then proceed to Zj⊕1 , or eventually avoid some Jie .
We show that by combining these strategies, either the system switches strategies
infinitely many times and ensures that the play be winning according to right hand
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side of the implication or eventually uses a fixed strategy ensuring that the play
does not satisfy the left hand side of the implication. Essentially, the strategies
are “go to mY[j][r] for minimal r” until getting to a Jjs state and then switch to
strategy j ⊕ 1 or “stay in mX[j][r][i]”.
It follows that we can solve realizability of LTL formulas in the form that
interests us in polynomial (cubic) time.
Theorem
with a GR (1) winning condition of the form
Vn structure G
V 3.3 [96]e A game
s
can
be solved by a symbolic algorithm that
→
G
F
J
ϕ= m
G
F
J
j
i
j=1
i=1
3
performs O(nm|Σ| ) next step computations.
Notice that by implementing the approach of [117] we can reduce the complexity
in |Σ| to quadratic instead of cubic.
Following Theorem 3.1, we prove the following about the connection between
solving GR (1) games andVrealizability. Consider
Vn a GR (1) sgame G : hV, X , Y, θe ,
e
→
G
F
J
θs , ρe ,ρs , ϕi, where ϕ = m
i
j=1 G F Jj . Let
i=1
ϕG = (θe → θs ) ∧ (θe → G((H ρe ) → ρs )) ∧ ((θe ∧ G ρe ) → ϕ)
Intuitively, this formula is split into three levels: initial, safety, and liveness
levels. In order to realize this formula the system needs to satisfy the same levels
the environment does. For instance, if the environment chooses an initial assignment satisfying θe , the system cannot choose an initial assignment violating θs
even if the environment later violates ρe .
Theorem 3.4 The system wins in G iff ϕG is realizable.
Proof:
Let M be some memory domain and m0 its designated initial value. Suppose
that f : M × Σ × ΣX → M × ΣY is a winning strategy for the system in G.
Furthermore, for every sX ∈ ΣX such that sX |= θe there exists a sY ∈ ΣY such
that (sX , sY ) |= θe ∧ θs and (sX , sY ) ∈ Ws . We use f to construct a fairness free
FDS that realizes ϕG .
Let |M | = k and let M = {m1 , . . . , mdlog(k)e } be Boolean variables. It follows that an assignment to M characterizes a value in M . By abuse of notations,
we denote by m the value in M , the assignment to M that represents that value,
and the assertion over M whose unique satisfying assignment is m. Similarly, for
a state s ∈ Σ, we denote by s the assertion whose unique satisfying assignment is
s. Consider the fairness free FDS D = hV̂, θ̂, ρ̂i with the following components.
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• V̂ = X ∪ Y ∪ M.
• θ̂ = θe → (θs ∧ m0 ∧ Ws ).
That is, if the assignment to X satisfies θe then the assignment to Y ensures
θs and the joint assignment to X and Y (i.e., the state) is in Ws . Furthermore,
the initial memory value is m0 . If the assignment to the input variables does
not satisfy θe then the choice of m and sY is arbitrary.
• For the definition of ρ̂ we write the strategy f as an assertion as follows.
^ ^ ^
fˆ =
((m ∧ s ∧ s0X ) → f (m, s, s0X )0 )
m∈M s∈Ws s0X ∈ΣX

That is, depending on the current value of m, s, and s0X , the assignment to
m0 and s0Y respects the strategy f .
Finally, ρ̂ is the following assertion:
ρ̂ = (Ws ∧ ρe ) → fˆ
That is, if the current state s is winning for system (Ws ) and the environment
chooses an input s0X such that (s, s0X ) |= ρe , then the system is going to
update the memory and choose outputs s0Y according to f . If the current
state is winning for the environment or the environment does not satisfy its
transition, the choice of memory value and output is arbitrary.
We have to show that D is complete with respect to X and that D |= ϕG . Completeness of D follows from the definition of winning in G and from the definition
of the strategy f . Indeed, as system wins G, for every sX ∈ ΣX such that sX |= θe
there exists a state s ∈ Σ such that s ∈ Ws and s |= θe ∧ θs . Furthermore, if
sX 6|= θe then, by definition of θ̂, for every state s such that s|X = sX we have
s |= θ̂. Similarly, for every m ∈ M , s ∈ Σ, and s0X ∈ ΣX , if s ∈ Ws and
(s, s0X ) |= ρe then fˆ defines values s0Y and m0 such that (s, m, s0X , m0 , s0Y ) |= ρ̂. If
s∈
/ Ws or (s, s0X ) 6|= ρe then for every s0Y ∈ ΣY we have (s, m, s0X , m0 , s0Y ) |= ρ̂.
We have to show that D |= ϕG . Consider an infinite computation σ : s0 , s1 , . . .
of D. Clearly, if s0 6|= θe then σ |= ϕG . Assume that s0 |= θe , then by definition
of θ̂ we have s0 |= θs and s0 ∈ Ws as well. Suppose now that for some i0 we have
(si0 , si0 +1 ) 6|= ρe . Let i0 be the minimal such that (si0 , si0 +1 ) 6|= ρe . We can show
by induction that for every i < i0 we have si ∈ Ws and (si , si+1 ) |= ρs . It follows
that σ |= G(H ρe → ρs ) as required. Finally, as σ 6|= G ρe the third clause holds
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as well. The remaining case is when σ |= G ρe . We can show by induction that
for every i ≥ 0 we have (si , si+1 ) |= ρs . We have to show that σ |= ϕ as well.
However, σ|X ∪Y is a play in G that is compliant with f . It follows that σ |= ϕ as
required. Overall, D |= ϕG .
Suppose that there exists a fairness free FDS D = hV̂, θ̂, ρ̂i that is complete
with respect to X and such that D |= ϕ. We use the states of D as the memory domain for construction of a strategy f . Let tin be a new state to be used
as the initial value of the memory. Formally, for a memory value t we define
f (t, s, s0X ) = (t0 , s0Y ) as follows.
• If t = tin then we define t0 and s0Y as follows.
– If s |= θe ∧ θs and there exists a state t0 |= θ̂ such that t0 |X ∪Y = s
then, by completeness of D, there exists a successor t0 of t0 such that
t0 |X = s0X and we set s0Y = t0 |Y .
– If s 6|= θe ∧ θs or there is no state t0 |= θ̂ such that t0 |X ∪Y = s then we
choose arbitrary t0 and s0Y (if at all).
• If t 6= tin then we define t0 and s0Y as follows.
– If t|X ∪Y = s, then, by completeness of D, the state t has a successor
t00 such that t00 |X = s0X . We set t0 = t00 and s0Y = t00 |Y .
– If t|X ∪Y 6= s, then t0 and s0Y are arbitrary.
We claim that this strategy is winning from every state s for which there exists
a state t0 such that t0 |= θ̂ and t0 |X ∪Y = s. Consider such a state s0 . Then for
every s0X such that (s0 , s0X ) |= ρe there exists a t1 and s0Y such that (t0 , t1 ) |= ρs ,
t1 |X = s0X , and t1 |Y = s0Y . Consider a play σ : s0 , . . . , sn compliant with f , where
the sequence of memory values is τ : t0 , . . . , tn . By induction assume that for
every j ≥ 1 we have tj |X ∪Y = sj . Consider a value s0X such that (sn , s0X ) |= ρe .
By completeness of D there exists a memory value tn+1 such that (tn , tn+1 ) |= ρ̂,
tn+1 |X = s0X so the strategy f is defined. Furthermore, from D |= ϕG it follows
that (tn , tn+1 ) |= ρs . Thus, tn+1 |Y is a valid choice of the strategy f .
Consider an infinite play σ : s0 , . . . compliant with f , where τ : t0 , . . . is the
associated sequence of memory values. Then, as τ is a computation of D (modulo
the initial state), it follows that τ |= ϕG . We conclude that σ |= ϕ.
Finally, we have to show that for every value s0X such that s0X |= θe there
exists a value s0Y such that (s0X , s0Y ) |= θe ∧ θs . However, this follows from the
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completeness of D and from the inclusion of θe on the left-hand-side of every
implication in ϕG .
t
u

3.1.3.3

Symbolic J DS Specifications

We would like to use GR (1) games to solve realizability directly from LTL formulas. In many practical cases, the specification is partitioned to assumptions and
guarantees. Each assumption or guarantee is relatively simple; and together they
have the semantics that the conjunction of all assumptions implies the conjunction
of all guarantees. To support this claim, we will demonstrate in Subsections 3.1.6
and 3.1.7 the application of the synthesis method to realistic industrial specifications. Here we suggest to embed such specifications directly into a GR (1) game,
giving rise to the strict semantics of the implication. In Subsection 3.1.5 we discuss the differences between the strict semantics and the simple implication.
Recall that a temporal semantics of a JDS D has the following form:
^
ϕD : θ ∧ G(ρ(V, X V)) ∧
GFJ
J∈J

Let X and Y be finite sets of typed input and output variables, respectively and let
V = X ∪ Y. We say that a JDS is output independent if θ does not relate to Y and
ρ does not depend on the value of Y in the next state. That is, ρ can be expressed
as an assertion over X ∪ Y ∪ X 0 . A JDS can be represented by a triplet hϕi , Φt , Φg i
with the following parts.
• ϕi is an assertion which characterizes the initial states (i.e., θ above).
• Φt = {ψi }i∈It is a set of Boolean formulas ψi , where each ψi is a Boolean
combination of variables from X ∪ Y and expressions of the form X v
where v ∈ X if the JDS is output independent, and v ∈ X ∪ Y otherwise.
That is ρ(V, X V) is the conjunction of all the assertions in Φt .
• Φg = {Ji }i∈Ig is a set of Boolean formulas (i.e, Φg is a different name for
J ).
The intended semantics of the triplet hϕi , Φt , Φg i is
^
^
ϕi ∧
G ψi ∧
G F Ji .
i∈It

i∈Ig
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Consider the case where assumptions and guarantees have the following forms:
(i) ψ for an assertion over V, (ii) G ψ for an assertion over V ∪ V 0 , or (iii) G F ψ
for an assertion over V. Then, we can partition the Boolean components of assumptions or guarantees to triplets as explained above.
Let Sα = hϕαi , Φαt , Φαg i for α ∈ {e, s} be two specifications as described
above, where Se is output independent. Here Se is a description of the environment (i.e., results from the assumptions) and Ss is the description of the system (i.e., results from the guarantees). The specifications Se and Ss naturally
give rise to the following game. The strict realizability game for Se and Ss is
6
Gsr
e,s : hV, X , Y, θe , θs , ρe , ρs , ϕi with the following components.
• V = X ∪ Y.
• θe = ϕei .
• θs = ϕsi .
V
• ρe = i∈Ite ψie .
V
• ρs = i∈Its ψis .
V
V
• ϕ = i∈Ige G F Jie → i∈Igs G F Jis .
By Theorem 3.4 the game Gsr
e,s is winning for system iff the following formula
is realizable.
s
e
∧
ϕsr
e,s = (ϕi → ϕi )
e
)
→
ρ
))
∧
(ϕi ∧ G((H ρV
e
s
V
s
e
e
(ϕi ∧ G ρe ∧ i∈Ige G F Ji → i∈Igs G F Ji )

The proof of Theorem 3.4 also tells us how to extract an implementation for
from the winning strategy in Gsr
e,s .

ϕsr
e,s

3.1.3.4

Example: Lift Controller

As an example, we consider a simple lift controller. We specify a lift controller
serving n floors. We assume the lift has n button sensors (b1 , . . ., bn ) controlled by the environment. The lift may be requested on every floor, once the
lift has been called on some floor the request cannot be withdrawn. Initially,
6

The name strict realizability when referring to such a composition was coined in [102].
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on all floors there are no requests. The location of the lift is modeled by n
Boolean variables (f1 , . . ., fn ) controlled by the system. Once a request has
been fulfilled it is removed. Formally, the specification of the environment is
e
e
e
e
}, ∅i, where the components of Se are as
, . . . , ψ2,n
, ψ2,1
, . . . , ψ1,n
Se = hϕei , {ψ1,1
follows.
V
ϕei =
j ¬bj
e
ψ1,j = bj ∧ fj → X ¬bj
e
= bj ∧ ¬fj → X bj
ψ2,j
We expect the lift to initially start on the first floor. We model the location of the
lift by an n bit array. Thus we have to demand mutual exclusion on this array. The
lift can move at most one floor at a time, and eventually satisfy every request. Fors
s
s
mally, the specification of the system is Ss = hϕsi , {ψ1s , ψ2,1
, . . . , ψ2,n
, ψ3,1
,...,
s
s
s
ψ3,n }, {J1 , . . . , Jn+1 }i, where the components of Ss are as follows.
ϕsi
ψ1s
s
ψ2,j
s
ψ3,j
Jjs
s
Jn+1

=
=
=
=
=
=

V

= 1 ∧ fj ) ∨ ((j 6= 1) ∧ ¬fj )
up → sb
V
k6=j ¬(fj ∧ fk )
fj → X(fj ∨ fj−1 ∨ fj+1 )
bj → f j
f1 ∨ sb
j (j

W
where
up = i (fi ∧ X fi+1 ) denotes that the lift moves one floor up, and sb =
W
s
i bi denotes that at least one button is pressed. The requirement ψ1 states that the
lift should not move up unless some button is pressed. The liveness requirement
s
states that either some button is pressed infinitely many times, or the lift
Jn+1
parks at floor f1 infinitely many times. Together they imply that when there is no
active request, the lift should move down and park at floor f1 .
The strict realizability game for Se and Ss is won by system, implying that
there is a controller realizing ϕsr
e,s .

3.1.4

GR(1) Strategies

In this section we discuss how to extract a program from the solution of the GR (1)
game. First, we show how to analyze the intermediate values and how to extract
from them a winning strategy for the system. Then, we show how this strategy
can be reduced in size in some cases. Finally, we show how to extract from the
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symbolic B DD representation of the strategy a deterministic strategy that can be
used for creating an HDL description of a resulting circuit.
3.1.4.1

Extracting the Strategy

We show how to use the intermediate values in the computation of the fixpoint
to produce an FDS that implements ϕ. The FDS basically follows the strategies
explained in subsubsection 3.1.3.2. Recall that the combined strategy does one
of two things. It either iterates over strategies f1 , .., fn infinitely often, where
strategy fj ensures that the play reaches a Jjs state. Thus, the play satisfies all
liveness guarantees. Or, it eventually uses a fixed strategy ensuring that the play
does not satisfy one of the liveness assumptions.
Let Zn = {z0 , . . . , zk } be a set of Boolean variables that encode a counter
ranging over [1..n]. We denote by Zn = j the variable assignment that encodes
the value j. Let X and Y be finite sets of input and output variables, respectively,
and ϕ be a GR (1) winning condition. Let G = hV, X , Y, θe , θs , ρe , ρs , ϕi be a
game structure (where V = X ∪ Y). We show how to construct a fairness-free
FDS D = hVD , θD , ρi, where VD = V ∪ Zn , such that D is complete with respect
to X . Following Theorem 3.4, we set θD = θe → (θs ∧Zn = 1∧Z). Recall, that Z
is the variable representing the winning region for the system. The variable Zn is
used to store internally which strategy should be applied. The transition relation ρ
is (ρe ∧ Z) → (ρ1 ∨ ρ2 ∨ ρ3 ), where ρ1 , ρ2 , and ρ3 are formally defined in Fig. 3.2,
and described below.
We use the sets mY[j][r] and their subsets mX[j][r][i] to construct the strategies f1 , . . . , fn collected for the system, where j ranges over the number of strategies, r ranges over the number of iterations of the least fixpoint at the j th strategy, and i ranges over the number of assumptions. Let mY[j][<r] denote the set
S
0 0
0 0
l∈[1..r−1] mY[j][l]. We write (r , i ) ≺ (r, i) to denote that the pair (r , i ) is lexicographically smaller than the pair (r,S
i). That is, either r0 < r or r0 = r and
i0 < i. Let mX[j][≺(r, i)] denote the set (r0 ,i0 )≺(r,i) mX[j][r0 ][i0 ].
Transitions in ρ1 are taken when a Jjs state is reached and we change strategy
from fj to fj⊕1 . The counter Zn is updated accordingly. Transitions in ρ2 are taken
when we can get closer to a Jjs state. These transitions go from states in mY[j][r]
to states in mY[j][r0 ] where r0 < r. We require that r0 is strictly smaller than
r to ensure that the phase of the play, where neither the guarantees are satisfied
nor the assumptions are violated, is bounded. Note that there is no need to add
transitions that start from states in mY[j][1] to ρ2 (j), because these transitions are
already included in ρ1 . The conjunct ¬mY[j][<r] appearing in ρ2 (j) ensures that
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ρ1

=

_

(Zn =j) ∧ Jje ∧ ρs ∧ Z0 ∧ (Zn0 =j⊕1)

j∈[1..n]

ρ2 (j) =
ρ2

=

_

mY[j][r] ∧ ¬mY[j][<r] ∧ ρs ∧ mY0 [j][<r]

r>1
_

(Zn =Zn0 =j) ∧ ρ2 (j)

j∈[1..n]

ρ3 (j) =

_ _

mX[j][r][i] ∧ ¬mX[j][≺(r, i)] ∧ ¬Jis ∧ ρs ∧ mX0 [j][r][i]

r i∈[1..m]

ρ3

=

_

(Zn =Zn0 =j) ∧ ρ3 (j)

j∈[1..n]

Figure 3.2: The Transitions Definition
each state is considered once in its minimal entry.
Transitions in ρ3 start from states s ∈ mX[j][r][i] such that s |= ¬Jie and
take us back to states in mX[j][r][i]. Repeating such a transition forever will also
lead to a legitimate computation because it violates the environment requirement
of infinitely many visits to Jie -states. Again, to avoid redundancies we apply this
transition only to states s for which (r, i) are the lexicographically minimal indices
such that s ∈ mX[j][r][i]. The conjuncts ¬mX[j][≺(r, i)] appearing in transitions
ρ3 (j) ensure that each state is considered once in its minimal entry.
Note that the above transition relation can be computed symbolically. We
show the JTLV code that symbolically constructs the transition relation of the
synthesized FDS in Fig. 3.3. We denote the resulting controller by ctrl. The
functionality of all used methods is self-explanatory.
3.1.4.2

Minimizing the Strategy

In the previous section, we have shown how to create an FDS that implements an
LTL goal ϕ. The set of variables of this FDS includes the given set of input and
output variables as well as the ‘memory’ variables Zn . This FDS follows a very
liberal policy when choosing the next successor in the case of a visit to Jjs , i.e.,
it chooses an arbitrary successor in the winning set. In the following, we use this
freedom to minimize (symbolically) the resulting FDS. Notice, that our FDS is
deterministic with respect to X ∪ Y. That is, for every state and every possible
assignment to the variables in X ∪ Y there exists at most one successor state with
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public void build_symbolic_controller() {
ctrl = new FDS("symbolic_controller");
Zn = ctrl.newBDDDomain("Zn", 1, sys.numJ());
BDD tr12 = sys.trans().and(env.trans());
for (int j = 1; j <= sys.numJ(); j++) {
BDD rho1 = (Zn.eq(j)).and(Z).and(sys.Ji(j))
.and(tr12).and(next(Z))
.and(next(Zn).eq((j % sys.numJ()) + 1));
ctrl.disjunctTrans(rho1);
}
for (int j = 1; j <= sys.numJ(); j++) {
BDD low = mem.Y(j, 1);
for (int r = 2; r <= mem.maxr(j); r++) {
BDD rho2 = (Zn.eq(j)).and(mem.Y(j, r))
.and(low.not()).and(tr12).and(next(low))
.and(next(Zn).eq(j));
low = low.or(mem.Y(j, r));
ctrl.disjunctTrans(rho2);
}
}
for (int j = 1; j <= sys.numJ(); j++) {
BDD low = FALSE;
for (int r = 2; r <= mem.maxr(j); r++) {
for (int i = 1; i <= env.numJ(); i++) {
BDD rho3 = (Zn.eq(j)).and(mem.X(j, r, i))
.and(low.not()).and(env.Ji(i).not())
.and(tr12).and(next(mem.X(j, r, i)))
.and(next(Zn).eq(j));
low = low.or(mem.X(j, r, i));
ctrl.disjunctTrans(rho3);
}
}
}
}
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Figure 3.3: The Symbolic Construction of the FDS
this assignment.7 As X and Y and the restrictions on their possible changes are
7

On the other hand, the FDS may be non-deterministic with respect to X . That is, for a given
state s and a given assignment s0X to X , there may be multiple s0Y such that (s, s0X , s0Y ) satisfies
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part of the specification, removing transitions seems to be of lesser importance.
We concentrate on removing redundant states.
Since we are using the given sets of variables X and Y the only possible
candidate states for merging are states that agree on the values of variables in
X ∪ Y and disagree on the value of Zn . If we find two states s and s0 such that
ρ(s, s0 ), s|X ∪Y = s0 |X ∪Y , and s0 |Zn = s|Zn ⊕1, we remove state s. We direct
all its incoming arrows to s0 and remove its outgoing arrows. Intuitively, we can
do that because the specification does not relate to the variable Zn . Consider
a computation where the sequence (s0 , s0 , s1 ) appears and results from separate
transitions (s0 , s) and (s0 , s1 ). Consider the case that there is no successor s01
of s such that s01 |X ∪Y = s1 |X ∪Y and similarly for a predecessor s00 of s0 . By
s|X ∪Y = s0X ∪Y we conclude that (s0 , s0 ) |= ρe ∧ ρs . Furthermore, if some J is
visited in s then the same J is visited in s0 and the progress of Zn ensures that an
infinite computation satisfies all required liveness constraints.
The symbolic implementation of the minimization is given in Fig. 3.4. The
transition obseq includes all possible assignments to V and V 0 such that all variables except Zn maintain their values. It is enough to consider the transitions from
Zn = j to Zn = j⊕1 for all j and then from Zn = n to Zn = j for all j to remove
all redundant states. This is because the original transition just allows to increase
Zn by one.
This minimization can significantly reduce the numbers of states and so lead
to smaller explicit-state representations of a program. However, it turns out that
the minimization increases the size of the symbolic representation, i.e., the B DDs.
Depending on the application, we may want to keep the size of B DDs minimal
rather than minimize the FDS. In the next section, we minimize the symbolic
representation to reduce the size of the resulting circuit.
3.1.4.3

Generating Circuits from B DDs

In this section, we describe how to construct a Boolean circuit from the strategy
in subsubsection 3.1.4.1. A strategy is a B DD over the variables X , Y, Zn , X 0 , Y 0 ,
and Zn0 where X are input variables, Y are output variables, Zn are the variables
encoding the memory of the strategy, and the primed versions represent next state
variables. The corresponding circuit contains |X |+|Y|+|Zn | flipflops to store the
values of the inputs and outputs in the last clock tick as well as the extra memory
needed for applying the strategy (see Fig. 3.5). In every step, the circuit reads
the transition of D.
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public void reduce() {
for (int j = 1; j <= sys.numJ(); j++)
reduce_helper(j, (j % sys.numJ()) + 1);
for (int j = 1; j < sys.numJ(); j++)
reduce_helper(sys.numJ(), j);
}
public void reduce_helper(j, k) {
BDD init = ctrl.initial();
BDD trans = ctrl.trans();
BDD states = (trans.and(obseq).and(Zn.eq(j))
.and(next(Zn).eq(k))).exist(next(V));
BDD Znj_states = states.and(Zn.eq(j));
BDD rm_trans = next(Znj_states).or(Znj_states);
ctrl.conjunctTrans(rm_trans.not());
BDD add_trans = (trans.and(next(states))
.and(next(Zn).eq(j))).exist(Zn);
ctrl.disjunctTrans(add_trans.and(next(Zn).eq(k)));
BDD rm_init = states.and(Zn.eq(j));
ctrl.conjunctIni(rm_init.not());
BDD add_init = init.and(states).and(Zn.eq(j))
.exist(Zn);
ctrl.disjunctIni(add_init.and(Zn.eq(k)));
}



Figure 3.4: The Symbolic Algorithm of the Minimization
the next input values X 0 and determines the next output values Y 0 (and Zn0 ) using
combinational logic with inputs I = X ∪ Y ∪ Zn ∪ X 0 . Note that the strategy
does not prescribe a unique combinational output for every combinational input.
In most cases, multiple outputs are possible, in states that do not occur when the
system adheres to the strategy, no outputs may be allowed. Both issues need to be
solved before translation to a combinational circuit. That is, we have to fix exactly
one possible output for every possible value of the flipflops and the inputs.
The extant solution [110] yields a circuit that can generate, for a given input,
any output allowed by the strategy. To this end, it uses a set of extra inputs to the
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Figure 3.5: Diagram of generated circuit

combinational logic. Note that this is more general than what we need: a circuit
that always yields one valid output given an input. In Subsection 3.1.6, we will
see that this generality comes at a heavy price in terms of the size of the logic.
Due to these scalability problems of [110], we devised the following method to
extract a combinational circuit from a B DD that matches our setting. Our method
uses the pseudo code shown in Fig. 3.6.
We write outputs and inputs to denote the set of all combinational outputs and inputs, respectively. We denote by set_minus(outputs,y) the
functionality which excludes y from the set outputs. For every combinational
output y we construct a function f_y in terms of X that is compatible with the
given strategy B DD. The algorithm proceeds through the combinational outputs y
one by one: First, we build trans_y to get a B DD that restricts only y in terms
of X . Then we build the positive and negative cofactors (p,n) of trans_y with
respect to y, that is, we find the sets of inputs for which y can be 1 and the sets of
inputs for which y can be 0. For the inputs that occur both in the positive cofactor
and in the negative cofactor, both 0 and 1 are possible values. The combinational
inputs that are neither in the positive cofactor nor in the negative cofactor are outside the winning region and thus represent situations that cannot occur (as long
as the environment satisfies the assumptions). Thus, f_y has to be 1 in p ∩ !n
and 0 in (!p ∩ n), which give us the set of care states. We minimize the positive
cofactors with the care set to obtain the function f_y. Finally, we substitute variable y in comb by f_y, and proceed with the next variable. The substitution is
necessary since a combinational output may also depend on other combinational
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public void build_circuit() {
comb = ctrl.trans();
for (BDDDomain y : outputs) {
BDD trans_y = comb.exist(set_minus(outputs, y));
BDD p = trans_y.and(y.eq(TRUE)).exist(y);
BDD n = trans_y.and(y.eq(FALSE)).exist(y);
// (*)
// NOTE: p and n in general incomparable
BDD careset = p.and(n.not()).or(p.not().and(n));
BDD f_y = p.simplify(careset);
// keep relation between outputs
comb = comb.relprod(f_y, y);
}
}
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Figure 3.6: Algorithm to construct a circuit from a B DD
outputs.
The resulting circuit is constructed by writing the B DDs for the functions using
CUDD ’s DumpBlif command [162].
In the following we describe two extensions that are simple and effective.
Optimizing the Cofactors
The algorithm presented in Fig. 3.6 generates a function in terms of the combinational inputs for every combinational output. Some outputs may not depend on
all inputs and we would like to remove unnecessary inputs from the functions.
Consider the positive cofactor and the negative cofactor of a variable y. If the cofactors do not overlap when we existentially quantify variable x, then variable x
is not needed to distinguish between the states where y has to be 1 and where y
has to be 0. Thus, variable x can be simply left out. We adapt the algorithm in
Fig. 3.6 by inserting the code shown in Fig. 3.7 at the spot marked with (*).
Removing Dependent Variables
After computing the combinational logic, we perform dependent variables analysis [85] on the set of reachable states to simplify the generated circuit.
Definition 3.1 ([85]) Given a Boolean function f over v0 , v1 , · · · vn , a variable vi
is functionally dependent in f iff ∀vi .f = 0.
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p = p.and(n.not());
n = n.and(p.not());
// where p and n overlap, output can be anything
for (BDDDomain x : inputs) {
BDD p_x = p.exist(x);
BDD n_x = n.exist(x);
if (p_x.and(n_x).isZero()) {
p = p_x; n = n_x;
}
}



Figure 3.7: Extension to algorithm in Figure 3.6
Note that if vi is functionally dependent, it is uniquely determined by the remaining variables of f . Thus, the value of vi can be replaced by a function
g(v0 , · · · vi−1 , vi+1 · · · vn ).
Suppose our generated circuit has the set R(X ∪ Y) of reachable states. If a
state variable y is functionally dependent in R, we can remove the corresponding
flipflop in the circuit. The value of s is instead computed as a function of the values
of the other flipflops. This will reduce the number of flipflops in the generated
circuit.

3.1.5

LTL Synthesis

In this section we show that the techniques developed in Subsections 3.1.3 and
3.1.4 are strong enough to handle synthesis of LTL specifications in many interesting cases. In particular, the specifications of many hardware designs that we
encountered as part of the P ROSYD project fall into this category [59]. Given a
specification of a realizability problem, we show how to embed this problem into
the framework of GR (1) games. We start from a simple subset of LTL (that is interesting in its own right) and show how to extend the types of specifications that
can be handled.
3.1.5.1

Implication of Symbolic J DS over Input and Output Variables

We have already argued that in many practical cases the specification calls for a
JDS that realizes the environment and a JDS that realizes the system. We suggested
to embed the different parts of such specifications into a GR (1) game and defined
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the strict realizability of the implication of such specifications. Here we highlight
the differences between strict realizability of the implication and realizability of
the implication; show how to embed the implication of the specifications as a
GR (1) game; and (in the following subsections) explain how to extend the fragment of LTL handled by these techniques.
Recall, that the temporal semantics of a JDS D has the following form:
^
θ ∧ Gρ ∧
GFJ
J∈J

Accordingly, when assumptions or guarantees taken together give rise to a JDS
they can be arranged as a specification as follows. Let Sα = hϕαi , Φαt , Φαg i be a
specification, where ϕαi is an assertion over V, Φαt = {ψi }i∈Itα is a set of assertions
over V ∪ V 0 , and Φαg = {Ji }i∈Igα is a set of assertions over V. Given Se and Ss
of this form, we defined strict realizability in Subsection 3.1.3. Consider now the
implication between these two specifications. Formally, let ϕ→
e,s be the following
formula.
^
^
e
s
(ϕei ∧ G ρe ∧
G
F
J
)
→
(ϕ
∧
G
ρ
∧
G F Jis )
s
i
i
e
s
i∈Ig

i∈Ig

V
V
where ρe = i∈Ige ψi and ρs = i∈Igs ψi . Namely, ϕ→
e,s says that if the environment
satisfies its specification then the system guarantees to satisfy its specification.
sr
The formula ϕ→
e,s seems simpler and more intuitive than ϕe,s . This simplified
view, however, leads to dependency between the fulfillment of the systems safety
and the liveness of the environment. Thus, specifications that should intuitively
be unrealizable turn out to be realizable.
sr
sr
→
Notice that ϕsr
e,s implies ϕe,s . Thus, if ϕe,s is realizable, a controller for ϕe,s is
→
also a controller for ϕe,s . The following example shows that the other direction is
false.
Example:
Let X = {x} and Y = {y}, where both x and y are Boolean variables. Let Se =
htrue, {X x}, {x ↔ y}i and Ss = htrue, {X x ↔ X y}, {¬y}i. Intuitively, the
environment specification says that the environment should keep x asserted and
make sure that x and y are equal infinitely often8 . The system specification says
8

This example and the observation that the implication between strict realizability and realizability is only one way is due to M. Roveri, R. Bloem, B. Jobstmann, A. Tchaltsev, and A.
Cimatti.
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that the system should keep y equal to x and make sure that y is off infinitely
sr
often. Consider the two specifications ϕ→
e,s and ϕe,s .
ϕ→
e,s = (G X x ∧ G F(x ↔ y)) → (G(X x ↔ X y) ∧ G F ¬y)
ϕsr
e,s = G(H X x → (X x ↔ X y)) ∧ (G X x ∧ G F(x ↔ y)
→ G F ¬y)
sr
While ϕ→
e,s is realizable, ϕe,s is unrealizable. Indeed, in the first case, the strategy
that always sets y to the inverse of x is a winning strategy. The system may violate
its safety but it ensures that the environment cannot fulfill its liveness. On the other
hand, ϕsr
e,s is unrealizable. Indeed, as long as the environment does not violate its
safety the system has to satisfy safety. An infinite play that satisfies safety will
satisfy the liveness of the environment but not of the system. We find that ϕsr
e,s
better matches what we want from such a system. Indeed, if the only way for the
system to satisfy its specification is by violating its safety requirement, then we
would like to know that this is the case. Using ϕsr
e,s and its unrealizability surfaces
this problem to the user.

We now contrast two examples9 .
Example:
Consider the case where X = {x} and Y = {y} but this time x ranges over
{1, . . . , 10} and y ranges over {1, . . . , 5}. Let Se = hx = 0, {X x > x}, {true}i
and Ss = hy = 0, {X y > y}, {true}i. Intuitively, both the system and the environment are doomed. Both cannot keep increasing the values of x and y as both
sr
variables range over a finite domain. In this case ϕ→
e,s is realizable and ϕe,s is unrealizable. Dually, if x ranges over {1, . . . , 5} and y ranges over {1, . . . , 10} both
sr
sr
ϕ→
e,s and ϕe,s are realizable. Again, we find that the behavior of ϕe,s matches better
our intuition of what it means to be realizable. Indeed, only when the environment
is the first to violate its safety the specification is declared realizable.
In general, the kind of dependency that is created in the realizability of ϕ→
e,s
is related to machine closure of specifications [3] (cf. also discussion in [50, 2]).
In general, we find that specifications that allow this kind of dependency between
9

Due to O. Maler.
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safety and liveness are not well structured and using strict realizability informs us
of such problems.
We now turn to the question of realizability of ϕ→
e,s and show how to reduce
it to the solution of a GR (1) game. Intuitively, we add to the game a memory of
whether the system or the environment violate their initial requirements or their
safety requirements. Formally, we have the following.
Let Sα = hϕαi , Φαt , Φαg i for α ∈ {e, s} be two specifications. The realizability
→
0
0
0
game for ϕ→
e,s is Ge,s : hV, X , Y , θe , θs , ρe , ρs , ϕ i with the following components.
• X0 = X.
• Y 0 = Y ∪ {sf e , sf s }.
• V = X 0 ∪ Y 0.
• θe = true.
• θs = (ϕei ↔ sf e ) ∧ (ϕsi ↔ sf s ).
• ρe = true.
V
V
• ρs = (( i∈Ite ψie ∧ sf e ) ↔ sf 0e ) ∧ (( i∈Its ψis ∧ sf s ) ↔ sf 0s ).
V
V
• ϕ0 = (G F sf e ∧ i∈Ige G F Jie ) → (G F sf s ∧ i∈Igs G F Jis ).
→
We show that the game G→
e,s realizes the goal ϕe,s .
→
Theorem 3.5 The game G→
e,s is won by system iff ϕs,e is realizable.

Proof:
By Theorem 3.4 we have that G→
e,s is won by system iff the following specification
sr
ψ is realizable.
ψ sr = ((ϕei ↔ sf e ) ∧ (ϕsi ↔ sf s ))
∧
V
V
0
0
e
s
G((( i∈Ite ψi ∧ sf e ) ↔ sf e ) ∧ (( i∈Its ψi ∧ sf s ) ↔ sf s ))
∧
V
V
e
s
(G F sf e ∧ i∈Ige G F Ji ) → (G F sf s ∧ i∈Igs G F Ji )
Consider an FDS that realizes ψ sr . Let σ : s0 , s1 , . . . be a computation of this FDS.
We show that σ |= ϕ→
e,s . If σ does not satisfy one of the conjuncts on the left-hand→
side of ϕe,s then clearly σ |= ϕ→
e,s . Assume that σ satisfies all the conjuncts on the
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V
e
left-hand-side of ϕ→
follows that σ |= sf e . As σ |= G( i∈Ite ψie )
e,s . As σ |= ϕi it V
it follows that σ |= G sf e . As σ |= i∈Ige G F Jie and clearly σ |= G F sf e if
V
follows that σ |= G F sf s and σ |= i∈Igs G F Jis . As there are infinitely many
V
positions where sf s holds, by using G(( i∈Its ψis ∧ sf s ) ↔ sf 0s ) we conclude that
V
σ |= G sf s and σ |= G( i∈Its ψis ). Finally, as σ |= sf s we conclude that σ |= ϕsi .
Thus, σ satisfies all the conjuncts on the right-hand-side of ϕ→
e,s as well.
In the other direction, consider an FDS D that satisfies ϕ→
e,s . We create the
system D̂ by adding to D the variables sf e and sf s and use the augmented initial
condition θ̂ = θ∧θs and the augmented transition relation ρ̂ = ρ∧ρs . The addition
of sf e and sf s does not restrict the behavior of D. Furthermore, the values of sf s
and sf e are determined according to the values of other variables of D̂. Consider
a computation σ : s0 , s1 , . . . of the augmented system D̂. By definition of D̂ we
have σ |= θs and σ |= G((H ρe ) → ρS ). We have to show σ |= ϕ0 . As σ is also a
computation of D we have σ |= ϕ→
e,s .
• Suppose that σ 6|= ϕei . Then, σ |= G ¬sf e and σ |= ϕ0 .
V
• Suppose that σ |= ϕei and σ 6|= G i∈Ite ψie . Then, σ |= F G ¬sf e and
σ |= ϕ0 .
V
V
• Suppose that σ |= ϕei ∧ G i∈Ite ψie , and that σ 6|= i∈Ige G F Jie . Then,
σ |= ϕ0 as the left-hand-side of the implication does not hold.
• Suppose that σ satisfies all the conjuncts on the left-hand-side of ϕ→
e,s . Then,
.
It
follows
σ also satisfies all the conjuncts on the right-hand-sideVof ϕ→
e,s
s
s
that σ |= ϕi implying σ |= sf s . It follows that σ |= G( i∈Its ψi ) implying
σ |= G sf s . Finally, σ |= G F sf s and ϕ0 holds as well.
t
u

3.1.5.2

Incorporating the Past

We have discussed the case where the specification is a combination of assumptions and guarantees of the forms G ψ and G F J, where ψ is a Boolean formula
restricting transitions of the environment or of the system, and J is a Boolean formula. In this subsection we show how to reduce to GR (1) games the case where
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specifications include parts J and ψ containing past temporal formulas (or temporal patterns that can be translated to past temporal formulas). As before, one could
distinguish between realizability and strict realizability. To simplify presentation
we concentrate on strict realizability.
An LTL formula ϕ is a past formula if it does not use the operators X and U .
That is, it belongs to the following grammar.
ϕ ::= p | ¬ϕ | ϕ ∨ ϕ | Y ϕ | ϕ S ϕ
For example, the formula ψ = (¬g) S r is a past formula. If r is a request and g is
a grant, then ψ holds at time i if there is a pending request in the past that was not
granted.
For every LTL formula ϕ over variables V, one can construct a temporal tester,
a JDS Tϕ , which has a distinguished Boolean variable xϕ such that the following
hold.
• Tϕ is complete with respect to V.
• For every computation σ : s0 , s1 , s2 , . . . of Tϕ , si [xϕ ] = 1 iff σ, i |= ϕ.
• For every sequence of states σ : s0 , s1 , s2 , . . . there is a corresponding computation σ 0 : s00 , s01 , s02 , . . . of Tϕ such that for every i we have si and s0i agree
on the interpretation of the variables of ϕ.
For further details regarding the construction and merits of temporal testers, we
refer the reader to [98, 151]. It is well known that temporal testers for past LTL
formulas are fairness-free and deterministic. It follows that for every past LTL
formula ϕ, there exists a fairness-free FDS Tϕ : hV, θ, ρi such that V contains the
set of variables of ϕ and θ and ρ are deterministic. Using these fairness-free FDS
we can now handle assumptions and guarantees that contain past LTL formulas.
Let X and Y be the set of input and output variables, respectively, and let
V = X ∪ Y. Consider an assumption or guarantee G ψ, where ψ is a Boolean
combination of past formulas over V and expressions of the form X v for v ∈ X if
G ψ is an assumption and for v ∈ X ∪Y if G ψ is a guarantee. For every maximal
past temporal formula γ appearing in ψ,10 there is a temporal tester Tγ with the
distinguished variable xγ . Consider the following specification G ψ̂, where ψ̂ is
obtained from ψ by replacing γ by xγ . It follows that the specification G ψ̂ is of
10

Subformula γ is maximal past formula in ψ if every subformula γ 0 of ψ that contains γ
includes the operator X.
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the required form in Subsection 3.1.3. Given an assumption or guarantee G F J,
where J is a past formula over V, we treat it in a similar way.
Here we extend the specifications described previously by incorporating referral to past in them. The specifications we consider are
Sα = hϕαi , Φαt , Φαg i for α ∈ {e, s}, where Φαt = {ψiα }i∈Itα and Φαg = {Jiα }i∈Ijα
and ψiα and Jiα may relate to past formulas.
Given such a specifications Se and Ss , let Ŝα denote the specification obtained
by treating Sα as explained above. Namely, replacing referral to past formulas
by referral to the outputs of temporal testers. In particular, let ψ̂iα denote the
specification obtained from ψiα by replacing maximal past formulas γ by xγ and
similarly for Jˆiα . Let Tγ1 , . . ., Tγn be the temporal testers whose variables are used
in Ŝα for α ∈ {e, s}. The strict realizability game for Se and Ss is Gsr
e,s : hV ∪
Vt , X , Y ∪ Vt , θe , θs , ρe , ρs , ϕi with the following components.
• Vt is the set of variables of Tγ1 , . . ., Tγn that are not in V.
• θe = ϕei
• θs = ϕsi ∧
• ρe =

V

Vn

i∈Ite

i=1 θi ,

where θi is the initial condition of Tγi .

ψ̂ie .

V
V
• ρs = ( i∈Its ψ̂is ) ∧ ( ni=1 ρi ), where ρi is the transition of Tγi .
• ϕ=

V

i∈Ige

G F Jˆie →

V

i∈Igs

G F Jˆis .

That is, all the variables of Tγ1 , . . ., Tγn are added as variables of the system.
The initial condition of the system is extended by all the initial conditions of the
temporal testers and the transition of the system is extended by the transitions of
the temporal testers. Notice, that variables and transitions of temporal testers that
come from assumptions as well as guarantees are added to the system side of the
game. This is important as the next state of temporal testers may depend on the
next state of both the inputs and the outputs.
sr
Theorem 3.6 The game Gsr
e,s is won by system iff ϕe,s is realizable.
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α
α
α
Notice that ϕsr
e,s uses ψi and and not ψ̂i , and similarly for Ji .

Proof:
This follows from Theorem 3.4 and the correctness of the temporal testers Tψ1 ,
. . ., Tψn . The argument relies on temporal testers for past being fairness-free,
deterministic, and complete with respect to X ∪ Y.
t
u
We note that the inclusion of the past allows us to treat many interesting formulas. For example, consider formulas of the form G(r → F g), where r is a request and g a guarantee. As this formula is equivalent to G F ¬(¬g S (¬g ∧r)), it
is simple to handle using the techniques just introduced. Similarly, G(a ∧ X b →
X2 c) can be rewritten to G(Y a ∧ b → X c) and G(a → a U b) is equivalent to
G H(Y a → (a ∨ b)) ∧ G F(¬a ∨ b). In practice, many interesting future LTL
formulas (that describe deterministic properties) can be rewritten into the required
format.
In the next subsection we use deterministic FDS to describe very expressive
specifications whose realizability can be reduced to GR (1) games.
3.1.5.3

Implication of Symbolic J DS

We now proceed to an even more general case of specifications, where each of the
assumptions or guarantees is given as (or can be translated to) a deterministic JDS.
The main difference between this section and previous sections is in the inclusions
of additional variables as part of the given specifications. These variables are
then added to the game structure and enable a clean treatment of this kind of
specifications. Notice that it is hard to impose strict realizability as there is no
clean partition of specifications to safety and liveness.
Let X and Y be finite sets of typed input and output variables, respectively.
In this subsection we consider the case where specifications are given as a set
of complete deterministic JDS. Formally, let Sα = {Diα }i∈Iα for α ∈ {e, s} be
a pair of specifications, where Diα = hViα , θiα , ραi , Jiα i is a complete open and
deterministic JDS with respect to X ∪ Y for every i and α.
The realizability game for Se and Ss is Gde,s : hV, X 0 , Y 0 , true, θs , true, ρs , ϕi
with the following components.
S
S
• V = X ∪ Y ∪ ( i∈Ie Vie ) ∪ ( i∈Is Vis ).
• X0 = X.
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S
S
• Y 0 = Y ∪ ( i∈Ie Vie ) ∪ ( i∈Is Vis ).
V
V
• θs = ( i∈Ie θie ) ∧ ( i∈Is θis ).
V
V
• ρs = ( i∈Ie ρei ) ∧ ( i∈Is ρsi ).
V
V
V
V
• ϕ = ( i∈I e ( J∈J e G F J)) → ( i∈I s ( J∈J s G F J)).
i

i

We show that the game Gde,s realizes the goal of implication between these sets of
deterministic JDS. Let
^
^
Di →
Di
ϕde,s =
i∈Ie

i∈Is

We say that σ |= ϕde,s if either (i) there exists an i ∈ Ie such that there is no
computation of Di that agrees with σ on the variables in X ∪ Y or (ii) for every
i ∈ Is there is a computation of Di that agrees with σ on the variables in X ∪ Y.
The specification ϕde,s is realizable if there exists an FDS that is complete with
respect to X that implements this specification.
Theorem 3.7 The game Gde,s is won by system iff ϕde,s is realizable.
Proof:
By Theorem 3.4 we have that Gde,s is won by system iff the following specification
ψ sr is realizable.
V
V
∧
ψ sr = ( i∈Ie θie ) ∧ ( i∈Is θis )
V
V
e
s
G(( i∈Ie ρi ) ∧ ( i∈Is ρi ))
∧
V
V
V
V
( i∈I e ( J∈J e G F J)) → ( i∈I s ( J∈J s G F J))
i

i

Consider an FDS that realizes ψ sr . Let σ : s0 , s1 , . . . be a computation of this FDS.
Let τ : t0 , t1 , . . . be the computation over X ∪ Y such that for every j ≥ 0 we have
sj |X ∪Y = tj . We show that σ |= ϕde,s . Consider an FDS Di . As Di is deterministic
the assignment to the variables in Vi in σ is the unique
V assignment that is possible
to accompany τ . It follows that τ |= Di iff the σ |= J∈Ji G F J. It follows that
σ |= ϕde,s .
In the other direction, consider an FDS D that satisfies ϕde,s . From determinism
and completeness of Di for every i it follows that D also satisfies ψ sr .
t
u
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To summarize, we have presented three possible fragments of specifications
and their translation to GR (1) games. In general, when one is presented with specifications in LTL or PSL, a combination of the approaches in the previous sections
should be taken. Simple specifications of the form G ψ or G F J, where ψ or
J are either Boolean formulas or past formulas, should be treated by adding them
to the game as explained previously. More complicated specifications should be
translated to deterministic JDS and treated by inclusion of the additional variables
in this JDS as part of the game. In a sense, the treatment of past formulas and
of deterministic JDS is very similar in that it requires the inclusion of additional
variables (except the input and the output) in the structure of the game.
For some specifications, it may be impossible to translate them to deterministic
JDS . We find that these specifications are not very common. Generalizations
of our techniques as presented, e.g., in [161] might be applicable. Otherwise,
techniques that handle general LTL formulas may be required [143, 112, 111, 80,
160].

3.1.6

Generalized Buffer Case Study

Removed from this manuscript.

3.1.7

AMBA AHB Case Study

Removed from this manuscript.

3.1.8

Discussion and Conclusions

In this section we discuss the most important benefits and drawbacks of automatic
synthesis, as we perceive them, and we discuss extensions of the approach presented here.
Writing the formal specification for the generalized buffer was straightforward
and posed few surprises. This may be ascribed in part to the simplicity of the
block, in part to the crisp informal specification given by IBM, and in part to the
fact that a good part of the formal specification had been provided (albeit not quite
free of mistakes). It is possible that the design of GenBuf was particularly elegant
because the need for a formal specification was apparent a priori.
Writing a complete formal specification for the AMBA arbiter was not trivial.
Many aspects of the arbiter are not defined in ARM’s standard. Such ambiguities
would lead to long discussions on how someone implementing a bus device could
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read the standard, and which behavior the arbiter should allow. Note that the same
problem occurs when writing a VERILOG implementation for the arbiter.
Second, it was not trivial to translate the informal specification to formulas.
One of the important insights when writing the specification of the arbiter was
that additional signals were needed. This problem also occurs when we attempt
to formally verify a manually coded arbiter, in which case the same signals are
useful. In fact, these signals occur, in one form or other, in our manual implementation as well.
The effort for and the size of a manual implementation of the generalized
buffer does not depend much on the number of senders. (Similarly for the AMBA
arbiter and the number of masters.) The same is not true for automatic synthesis:
the time to synthesize GenBuf grows quickly with the number of masters as does
the size of the generated circuit. Moreover, the size of the system depends strongly
on the formulation of the specification. Godhal, Chatterjee, and Henzinger present
a formulation of the AHB specification that can be synthesized more efficiently
than ours, and present recommendation for writing specifications for synthesis
[69].
The gate-level output that our tool produces is complicated and cannot be easily modified manually. The resulting circuit can likely be improved further by
using more intelligent methods to generate the circuits, which is an important
area for future research. The problem is related to synthesis of partially specified
functions [76] with the important characteristic that the space of allowed functions
is very large.
On the upside, the resulting specification is short, readable, and easy to modify, much more so than a manual implementation in VERILOG. There is anecdotal
evidence that the specification in the form given in this paper can easily be understood by people with no experience in formal methods: The ARM helpdesk
very quickly found some errors in the specification in a preliminary version of
this paper11 For the arbiter, we expect that it is easier to learn the way the design
functions from the formal specification than from a manual VERILOG implementation. The synthesis algorithm was also a great tool to get the specifications to be
consistent and complete. We doubt whether we would have gotten to a complete
and consistent specification without it.
Automatic synthesis is first and foremost applicable to control circuitry. We
are looking into methods to beneficially combine manually coded data paths with
11

We take this opportunity to acknowledge the help of Margaret Rugira, Chris Styles, and Colin
Campbell at the ARM helpdesk.

3.1. Synthesis of Reactive(1) Designs

56

automatically synthesized control circuitry.
Although this approach removes the need for verification of the resulting circuit, the specification itself still needs to be validated. This is not quite trivial, as
the specification is not executable. In our experience, mistakes in the specification
are immediately apparent: either the specification becomes unrealizable, or the
resulting system behaves nonsensically. Finding the cause, however, is not at all
easy. Debugging of specifications has been addressed in [136]. In [34] and [102],
methods were developed to extract a core from an unrealizable (or incorrect) specification and to extract a compact explanation of unrealizability. Chatterjee, Henzinger, and Jobstmann consider the modification of unrealizable specifications by
making the environment assumptions (minimally) stricter [30].
A need for quantitative specifications to state that an event should happen “as
soon as possible,” “as infrequently” as possible, etc. was identified in [18], but
requires a more expensive synthesis algorithm.
The algorithm presented in this paper has the disadvantage that the resulting
system can behave arbitrarily as soon as the environment assumptions are violated. In [23, 17], we developed algorithms that synthesize systems that behave
“reasonably” in the presence of environment failures.
The algorithm presented here generates synchronous systems. Pnueli and
Klein [142] show an incomplete algorithm to reduce asynchronous synthesis [4]
of GR (1) properties to the problem of synchronous GR (1) synthesis, making the
algorithm presented here applicable to that domain as well.
The work described in this paper has given rise to several implementations.
The algorithm is implemented as part of TLV [149] and JTLV [148], as a standalone tool called Anzu [89], as a realizability checker in the requirements analysis
tool RAT [16] and in the synthesis tool RATSY [19]. R ATSY in particular allows
for graphical input of the specification automata and contains the debugging algorithm described above.
Finally, our algorithm and its implementation have been used also for applications in robotics and user programming. Kress-Gazit, Conner, et al. use our
algorithm to produce robot controllers [106, 46]. They combine the discrete controller with continuous control and achieve, for example, controllers for cars that
autonomously search for parking. Further, they start exploring domain-specific
languages for synthesis of robot controllers [105]. Similar applications are considered in [171, 173, 172], where additional effort is exerted to analyze huge state
spaces. In the context of user programming our algorithm is used to produce programs from live sequence charts [108, 109].
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AspectLTL: An Aspect Language for LTL Specifications12
Shahar Maoz, and Yaniv Sa’ar
Abstract
We present AspectLTL, a temporal-logic based language for the
specification and implementation of crosscutting concerns. AspectLTL
enables the modular declarative specification of expressive concerns,
covering the addition of new behaviors, as well as the specification of
safety and liveness properties. Moreover, given an AspectLTL specification, consisting of a base system and a set of aspects, we provide
AspectLTL with a composition and synthesis-based weaving process,
whose output is a correct-by-construction executable artifact. The
language is supported by a prototype tool and is demonstrated using
a running example.

3.2.1

Introduction

A common characteristic of languages of the aspect-oriented programming
paradigm [101] and of related advanced modularity paradigms, is that their structural building blocks specify separate, yet possibly inter-dependent crosscutting
concerns. This poses a major challenge, which is the automated composition or
weaving of these separate specifications or program pieces into a single correct
implementation, one which can be programmatically executed and indeed supports and follows the different concerns. To address this challenge, a balance
needs to be made between the extent of modularity of the program specification
or code to go beyond traditional abstraction boundaries, the language’s expressive
power in specifying and manipulating system behavior, and the ability to automatically transform or weave such a modular specification or code into an executable
correct artifact. The more modular or structurally and syntactically separate yet
semantically inter-dependent and expressive the language constructs are, the more
difficult it becomes to automatically generate a correct implementation.
In this work we present AspectLTL, a language for the specification and implementation of crosscutting concerns, based on linear temporal logic (LTL) [140].
12

Appeared in proceedings of the 10th international conference on Aspect-Oriented Software
Development (AOSD 2011).
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The aspects of AspectLTL, called LTL aspects, enable the declarative specification of expressive crosscutting concerns. These include the specification of safety
properties, which may be used to prevent a base system from visiting ‘bad states’,
the specification of liveness (fairness) properties, which may be used to force a
base system to visit ‘good states’ (infinitely often), and the addition of new behaviors to a base system, which is done by specifying the existence of new transitions
and new states as necessary. To use the categorization by Katz [95], LTL aspects
can specify spectative, regulative, and invasive aspects.
Moreover, we provide AspectLTL with a synthesis-based weaving process,
whose output is a correct-by-construction executable artifact. Following a composition of the specified aspects with a base system, using symbolic disjunctive
and conjunctive operations, we formulate the problem of correct weaving as a
synthesis problem [143], essentially a game between the environment and the
(augmented) base system. An algorithm based on [139] is used to solve the game,
that is, to provide the augmented system with a winning strategy, if any.
If a winning strategy is found, it is presented as a deterministic, executable
automaton, which represents an augmented base system whose behavior is guaranteed to adhere to the specified aspects, in all possible environments. If a winning
strategy is not found, we know that it does not exist, that is, that no system exists
which is based on the base system and can adhere to the specified LTL aspects
in all environments. Thus, LTL aspect composition and synthesis is sound and
complete.
Our work can be viewed as demonstrating how correct aspect weaving can be
reduced to (a variant of) the classical synthesis problem. The synthesis problem
was first identified by Church [32], and several methods have been proposed for
its solution [25, 152]. The problem was considered again in [143] in the context
of synthesizing reactive modules from a specification given in LTL, but the high
complexity established in [143, 145] caused the synthesis process to be identified
as hopelessly intractable and discouraged many practitioners from ever attempting to use it for any sizeable system development. However, a more recent work
[139] presents an efficient polynomial time algorithm for the synthesis of specifications of a subset of LTL, namely the class of Generalized Reactivity(1) formulae
(GR (1)). Our work uses (a fragment of) the GR (1) fragment of LTL and the algorithm presented in [139]. We give a brief overview of LTL and of the work in
[139] in Subsection 3.2.2.
An AspectLTL specification is made of a base system, given as a finite-state
machine specified in an SMV [1] format, and a set of LTL aspects, each of which is
specified in a similar SMV-like format, containing a symbolic representation of the
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aspect’s added behaviors (transitions) and a related LTL specification. As the base
system assumes nothing about the LTL aspects it may be woven with, AspectLTL
supports obliviousness. Moreover, the use of the symbolic representation provides
quantification: rather than relating to concrete states or transitions, a single formula typically relates to a set of states or transitions, when adding behaviors as
well as when restricting them. These two language features, obliviousness and
quantification, are considered a distinguishing characteristic of aspect languages
[63], and so, indeed, AspectLTL is an aspect language.
An aspect language has a join point model (JPM), which defines the points
where an aspect may interfere with a base, how these points may be specified,
and how the additional aspect behavior is defined. AspectLTL features a very
general and permissive JPM: it allows new transitions to be added at any state of
the base system: all states are possible join points and pointcuts are not specified
explicitly. The “advice” of LTL aspects has not only local and specific effect on
selected points along the execution, but also a global, temporal and general effect
on ongoing, infinite executions.
Some previous works have formally characterized aspects using LTL or automata, mainly in order to prove aspect correctness using model-checking techniques (see, e.g., [70, 107]). Other works translate LTL properties into corresponding monitors written using aspect code (e.g., in AspectJ), as a means for
LTL runtime verification (see, e.g., [164]). In contrast to the above two lines of
work, our main goal is to use an LTL characterization of aspects as an input for a
composition and synthesis process, in order to produce a correct-by-construction
executable system. In other words, we use LTL not only as a specification language but also as a programming language, leading directly into an executable
artifact.
An interesting line of research that has attracted attention in recent years is
the correct composition and program synthesis of features. Typically, these works
consider composition at the level of safe type checking (see, e.g., [93, 166]): features can be composed if the resulting program is type-safe and compiles. AspectLTL program synthesis is different: in addition to type safety, correct composition is defined at the level of the semantics of the specification. We discuss
related work in Subsection 3.2.9.
To demonstrate our ideas in this paper, we use a running example. The example is initially built from an underlying base system, which models a service for
students exams. We start off with a base system, and use it as a minimal basis on
which to add aspects. The running example is small enough to fit into a paper, yet
complex enough to allow us to highlight the unique features of our work.
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AspectLTL is supported by a prototype Eclipse plug-in, which we have developed on top of JTLV [148], a framework for the development of verification
algorithms, using B DD-based symbolic mechanisms. We used this prototype to
define several AspectLTL specifications, to weave them, and to run the generated
executable artifacts. The plug-in is available from [10]. We briefly describe its
features in Subsection 3.2.8.
We consider the version of AspectLTL presented in this paper to be a basic
version, capturing the essence of the language. Extensions to its expressive power
and some other additional features are briefly discussed in Subsection 3.2.6. Several possible applications of our work are discussed in Subsection 3.2.7.
The paper is organized as follows. In the next section we briefly provide
background material on LTL and synthesis. Subsection 3.2.3 defines the basic
AspectLTL language and Subsection 3.2.4 defines its weaving mechanism, together with some examples. Subsection 3.2.5 presents additional examples of LTL
aspects. Subsection 3.2.6 discusses possible extensions to the basic version of
AspectLTL presented in the previous sections, and Subsection 3.2.7 discusses advanced topics and future work related to the language and its possible applications.
Subsection 3.2.8 presents the implementation, Subsection 3.2.9 discusses related
work, and Subsection 3.2.10 concludes and suggests future work directions.

3.2.2

Preliminaries

We give a rather technical but short introduction to linear temporal logic, to the
synthesis problem, and to its solution in [139] as used in this paper.13
3.2.2.1

Linear Temporal Logic

Linear temporal logic (LTL) [120, 140] extends propositional logic with operators
that describe variables valuations along infinite computation paths. Given a finite
set of atomic propositions P , LTL formulae are constructed as
ϕ ::= p | ¬ϕ | ϕ ∨ ϕ | X ϕ | ϕ U ϕ | Y ϕ | ϕ S ϕ
where X ϕ is the next temporal operator, roughly meaning that ϕ is true in the
next step in the computation, ϕ U ψ is the until operator, roughly meaning that in
any sequence of future steps ϕ is true until ψ is true, Y ϕ is the previous operator,
13

In our work we use variables that range over any finite domain. These can be reduced to the
Boolean variables used in the theoretical framework below.
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the past version of the next operator X ϕ, and ϕ S ψ is the since operator, the past
version of until. We use the usual abbreviations of the Boolean connectives ∧, →
and ↔ and the usual definitions for true and false. Additional future temporal operators, F (eventually) and G (globally), are defined as abbreviations to true U ϕ
and ¬ F ¬ϕ, respectively. Additional past temporal operators, P (once), H
(historically), and B (backto), are defined as abbreviations to true S ϕ, ¬ P ¬ϕ,
and (ϕ S ψ) ∨ H ϕ, respectively.
A model σ for a formula ϕ is an infinite sequence of truth assignments to
propositions. Namely, if Pb is the set of propositions appearing in ϕ, then for
every finite set P such that Pb ⊆ P , a word in (2P )ω is a model. Given a model
σ = σ0 , σ1 , . . ., we denote by σi the set of propositions at position i. For a formula
ϕ and a position i ≥ 0, we say that ϕ holds at position i of σ, written σ, i |= ϕ,
and define it inductively as follows:
• For p ∈ P we have σ, i |= p iff p ∈ σi .
• σ, i |= ¬ϕ iff σ, i 6|= ϕ
• σ, i |= ϕ ∨ ψ iff σ, i |= ϕ or σ, i |= ψ
• σ, i |= X ϕ iff σ, i + 1 |= ϕ
• σ, i |= ϕ U ψ iff there exists k ≥ i such that σ, k |= ψ and σ, j |= ϕ for all j,
i≤j<k
• σ, i |= Y ϕ iff i > 0 and σ, i − 1 |= ϕ
• σ, i |= ϕ S ψ iff there exists k, 0 ≤ k ≤ i such that σ, k |= ψ and σ, j |= ϕ
for all j, k < j ≤ i
If σ, 0 |= ϕ, then we say that ϕ holds on σ and denote it by σ |= ϕ. A set of
models M satisfies ϕ, denoted M |= ϕ, if every model in M satisfies ϕ.
A formula that does not include temporal operators is a Boolean formula (or
an assertion). Given a set of Boolean variables V, we define a state s to be an
interpretation of V, assigning to each variable v ∈ V a value s[v] ∈ {0, 1}. We
denote the set of all possible states by ΣV (or simply Σ, if V is clear from the context), i.e., ΣV = 2V . We extend the evaluation function s[·] to Boolean expressions
over V in the usual way. A state s satisfies an assertion ϕ, denoted by s |= ϕ, iff
s[ϕ] = true. We say that s is a ϕ-state if s |= ϕ. Given a formula ϕ and a set of
states S ⊆ ΣV , we say that S satisfies ϕ, denoted by S |= ϕ, if s |= ϕ holds for
all s ∈ S.
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We will often use assertions over V1 ∪ · · · ∪ Vk ∪ V10 ∪ · · · ∪ Vk0 , where Vi0
is the set of primed versions of variables in Vi , i.e., Vi0 = {v 0 | v ∈ Vi }.
Given an assertion ϕ(V1 , . . . , Vk , V10 , . . . , Vk0 ) and assignments si , ti ∈ ΣVi , we
use (s1 , . . . , sk , t01 , . . . , t0k ) |= ϕ to abbreviate s1 ∪ · · · ∪ s2 ∪ t01 ∪ · · · ∪ t0k |= ϕ,
where t0i = {v 0 ∈ Vi0 | v ∈ ti }.
3.2.2.2

Discrete Systems

A discrete system (DS) [97] is a symbolic representation of a transition system
with finitely many states. Formally, a DS D = hV, θ, ρi consists of the following
components:
• V = {v1 , ..., vn } : A finite set of Boolean variables. A state s is an interpretation of V, i.e., s ∈ ΣV .
• θ : The initial condition. This is an assertion over V characterizing all the
initial states of the DS. A state is called initial if it satisfies θ.
• ρ : A transition relation. This is an assertion over the variables in V ∪ V 0 ,
relating a state s ∈ ΣV to its D-successors s0 ∈ ΣV 0 , i.e., (s, s0 ) |= ρ.
We define a run of the DS D to be a maximal sequence of states σ = s0 , s1 , . . .
satisfying (i) initiality, i.e., s0 |= θ, and (ii) consecution, i.e., for every j ≥ 0,
(sj , sj+1 ) |= ρ. A sequence σ is maximal if either σ is infinite or σ = s0 , . . . , sk
and sk has no D-successor, i.e., for all sk+1 ∈ Σ, (sk , sk+1 ) 6|= ρ.
We say that a DS D satisfies a specification ϕ, denoted D |= ϕ, if every run of
D satisfies ϕ.
Given a subset of variables X ⊆ V, a DS D is deterministic with respect to
X , if (i) for all states s, t ∈ ΣV , if s |= θ, t |= θ, and both s and t have the same
projection to the variables in X , then s = t, and (ii) for all states s, s0 , s00 ∈ ΣV ,
if (s, s0 ) |= ρ, (s, s00 ) |= ρ, and both s0 and s00 have the same projection to the
variables in X , then s0 = s00 . Otherwise, D is called non-deterministic. Note
that conventional programs (i.e., “real” programs) are deterministic with respect
to their input variables.
Given a subset of variables X ⊆ V, a DS D is complete with respect to X , if (i)
for every assignment sX ∈ ΣX , there exists a state s ∈ ΣV such that its projection
to X is sX , and s |= θ, and (ii) for all states s ∈ ΣV and assignments s0X ∈ ΣX ,
there exists a state s0 ∈ ΣV such that its projection to X is s0X , and (s, s0 ) |= ρ.
A deterministic and complete discrete system is called a controller.

63

Chapter 3. Synthesis

Finally, we are interested in open systems, that is, systems that interact with
their environment. We model an open system by a discrete system whose variables are divided between environment controlled variables (inputs) and system
controlled variables (outputs). A specification for an open system is intended to
hold for all possible environments14 . That is, to satisfy a specification, the system should guarantee that all its runs satisfy the specification, regardless of the
environment’s choice of assignments to input variables.
3.2.2.3

Game Structures

We define a game structure (GS) G = hV, X , Y, θe , θs , ρe , ρs , ϕi with the following components:
• V = {v1 , . . . , vn } : A finite set of Boolean variables. A state and the set of
states ΣV are defined as before.
• X ⊆ V is a set of input variables. These are variables controlled by the
environment.
• Y = V \ X is a set of output variables. These are variables controlled by
the system.
• θe is an assertion over X characterizing the initial states of the environment.
• θs is an assertion over V characterizing the initial states of the system.
• ρe (V, X 0 ) is the transition relation of the environment. This is an assertion
relating a state s ∈ Σ to a possible next input value sX ∈ ΣX by referring
to unprimed copies of V and primed copies of X . The transition relation ρe
identifies valuation sX ∈ ΣX as a possible input in state s if (s, sX ) |= ρe .
• ρs (V, X 0 , Y 0 ) is the transition relation of the system. This is an assertion
relating a state s ∈ Σ and an input value sX ∈ ΣX to an output value
sY ∈ ΣY by referring to primed and unprimed copies of V. The transition
relation ρs identifies a valuation sY ∈ ΣY as a possible output in state s
reading input sX if (s, sX , sY ) |= ρs .
• ϕ is the winning condition, given by an LTL formula.
14

This restriction may be relaxed using environment assumptions (see subsubsection 3.2.6.1).
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For two states s and s0 of G, s0 is a successor of s if (s, s0 ) |= ρe ∧ ρs . A play
σ of G is a maximal sequence of states σ : s0 , s1 , . . . satisfying initiality namely
s0 |= θe ∧ θs , and consecution namely, for each j ≥ 0, sj+1 is a successor of sj .
Let G be a GS and σ be a play of G. From a state s, the environment chooses an
input sX ∈ ΣX such that (s, sX ) |= ρe and the system chooses an output sY ∈ ΣY
such that (s, sX , sY ) |= ρs .
A play σ is winning for the system if it is infinite and it satisfies ϕ. Otherwise,
σ is winning for the environment.
A strategy for the system is roughly defined to be a partial function f : Σ+ ×
ΣX 7→ ΣY , such that given a sequence of states and an input valuation, ranges to
an output valuation. Strategy f is winning for the system from state s ∈ ΣV if all
plays departing from s and moving on according to f are winning for the system.
A state s ∈ ΣV is a winning state for the system if there exists a winning strategy
for the system from s. For player environment, strategies, winning strategies, and
winning states are defined dually.
A game structure G is said to be winning for the system, if for all sX ∈ ΣX ,
if sX |= θe , then there exists sY ∈ ΣY such that (sX , sY ) |= θs and (sX , sY ) is a
winning state, namely there exists a winning stategy departing from state (sX , sY ).
3.2.2.4

Realizability and Synthesis

Given a specification, realizability amounts to checking whether there exists a
controller that satisfies it. If the specification is realizable, then the construction
of such a controller constitutes a solution for the synthesis problem.
In our current work, we are interested in the synthesis of LTL specifications
that are written (or can be rewritten) in the form defined below. Our choice of this
fragment of LTL is motivated by its expressive power in the hierarchical classification of LTL properties presented in chapter 4 of [120] (see subsubsection 3.2.7.1),
and the existance of an efficient synthesis algorithm for it.
Definition 3.2
Let X be a set of input variables, and Y be a set of output variables. We define
the following fragment of LTL formulae15 of the form
ϕ : ϕi ∧ ϕt ∧ ϕg
where
15

also known as the temporal semantics of just discrete systems (JDS) [97].

(3.4)
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(i) ϕi is a Boolean formula which characterizes the initial states of the implementation.
V
(ii) ϕt is a formula of the form i∈I G Bi where each Bi is a Boolean combination of variables from X ∪ Y and expressions of the form X v where
v ∈ X ∪ Y. ϕt characterizes the transition relation of the implementation.
V
(iii) ϕg is a formula of the form i∈I G F Bi where each Bi is a Boolean formula. ϕg characterizes liveness requirements for the implementation.
[139] presented an efficient polynomial time algorithm for the realizability
and synthesis of specifications of the class of Generalized Reactivity(1) formulae
(GR (1)). The GR (1) fragment contains formulas of the form defined in Equ. 3.4
and thus the solution presented in [139] is good for our needs.
The solution for the problem of synthesis of GR (1) specifications is based on a
reduction to a game structure played between a system and an environment. The
goal of the system is to satisfy the specification regardless of the actions of the
environment (that is, regardless of the choice of values the environment assigns to
the input variables). The game solution uses a µ-calculus formulation that characterizes the set of winning states for the system player and can be computed using a
symbolic B DD-based polynomial (quadratic) algorithm, that is an implementation
of the nested fixpoint in the µ-calculus formulation (see [57, 139]).
If for every initial assignment to environment variables, there exists a winning
strategy for the system player, we know that the specification is realizable. If the
specification is realizable, the game solution can be used to produce a correct-byconstruction controller, which follows a winning strategy.
Finally, as noted by [139] and shown in case studies [21, 22], many specifications written in practice can be rewritten to the GR (1) format, including response
properties of the form G(p → F q), the past fragment of LTL, and many additional interesting cases.
Our work uses a fragment of the GR (1) fragment of LTL and the synthesis
algorithm given in [139].

3.2.3

Language Definition

We are now ready to present the AspectLTL language. We define the abstract
syntax, the concrete syntax, and the semantics of AspectLTL. The ideas and definitions are demonstrated using a running example made of a base system and a
number of aspects.
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Base System

Definition 3.3 (Base system)
A base system is a discrete system B = hVB = VBe ∪ VBs , θB , ρB i consisting of the
following components:
• VBe = {u1 , ..., vm } : A finite set of environment Boolean variables.
• VBs = {v1 , ..., vn } : A finite set of system Boolean variables.
• θB : An assertion over VB characterizing the initial states of B.
• ρB : An assertion over VB ∪ VB0 characterizing the transition relation of B.
Note that we do not require a base system B to be deterministic (although our
generated controller should be deterministic and complete with respect to VBe ). In
cases where the base system represents a ‘real’ concrete implementation, it would
indeed be deterministic. Supporting non-deterministic base systems is useful because it enables the use of abstractions.
The concrete syntax to describe a base system is taken from the input format
of SMV [1]. As an example, the SMV for the base system of our running example,
which models a service for students exams, is shown in Listing 3.1.
Roughly, when a new student comes, the service may leave the waiting state,
show a welcome screen, and start the exam. The student may fail or pass the
exam, after which the service moves to the exit state and back to waiting for
a new student. The environment controls the input variables evalExam and
newStudent. The system itself has another variable, state, specifying its
current state. The transition system of B is defined in the TRANS section of the
SMV file, using a conjunction of symbolically defined transitions. For example,
lines 14-18 specify that whenever state = inExam, the next state may be
state = diploma or state = failed, based on the value of the environment controlled input variable evalExam. Note that the base system is not
deterministic: when it is waiting and a new student comes, it can either stay in
waiting state or move to the welcome state. This forms an abstraction for a set of
states whose details are not yet specified.
Fig. 3.8 shows a state diagram for the base system, projected onto the state
variable.
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MODULE ExamService
VARENV -- environment variables
evalExam : {pass, fail};
newStudent : boolean;
VAR
-- system variables
state : {wait, welcome, inExam, diploma,
failed, exit};
INIT
state=wait;
TRANS
((state=wait) -> ( (next(state)=wait) |
(newStudent & next(state)=welcome) )) &
((state=welcome) -> (next(state)=inExam)) &
((state=inExam)
-> ( (next(state)=diploma &
next(evalExam)=pass
) |
(next(state)=failed &
next(evalExam)=fail) )
) &
((state=diploma) -> (next(state)=exit)) &
((state=failed) -> (next(state)=exit)) &
((state=exit) -> (next(state)=wait));



Listing 3.1: The code for the ExamService base system
3.2.3.2

LTL Aspects

Definition 3.4 (LTL aspect)
An LTL aspect is a structure A = hVA = VAe ∪ VAs , θA , ρA , LsA i consisting of the
following components:
• VAe : A finite set of Boolean variables. VAe consists of environment variables
defined at the base and are used in the aspect, denoted by VAeext , and of new
environment variables introduced by the aspect, denoted by VAenew .
• VAs : A finite set of Boolean variables. VAs consists of system variables
defined at the base and are used in the aspect, denoted by VAsext , and of new
system variables introduced by the aspect, denoted by VAsnew .
• θA : An assertion over VA characterizing initial values added by A.
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Figure 3.8: A state diagram for the ExamService base system (semi-formal,
not all variables shown)
• ρA : An assertion over VA ∪ VA0 characterizing transitions added by A.
• LsA : The aspect’s LTL specification given as a formula in the form of
Equ. 3.4 (defined inside Def. 3.2) over the variables in VA .
Any or all the components may be empty. If LsA is not specified it is considered to
be true.
The concrete syntax to describe an LTL aspect is an SMV-like syntax defined
as follows. A new keyword ASPECT replaces the root keyword MODULE. The
environment variables VAe are defined following the keyword VARENV, and each
variable is prefixed by an identifying keyword ext or new. The system’s variables VAs are defined following the keyword VAR, and each variable is prefixed by
an identifying keyword ext or new. The aspect’s new transitions ρA are defined
following the keyword TRANS, and the LTL specification LsA is defined following
the keyword LTLSPEC.
To continue our example, we show two LTL aspects. The first LTL aspect,
called Tuition, handles a security concern: it prevents new students who have
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ASPECT Tuition
VARENV -- environment variables
new tuition : boolean;
VAR
-- system variables
ext state : {wait, welcome, exit};
new showTuition : boolean;
TRANS
-- adding a transition from wait directly
-- to exit if the tuition was not paid
( state=wait & next(state)=exit &
!tuition & next(showTuition) );
LTLSPEC
-- there is no transition from wait to
-- welcome if the tuition was not paid
[] ( !(state=wait & !tuition &
next(state)=welcome) );



Listing 3.2: The Tuition LTL aspect
not paid their tuition from taking an exam and instead redirects them to the exit
state where it shows them a relevant message. The code for this aspect is shown
in Listing 3.2.
The aspect declares the base variables that are used in it (in this case, state)
and introduces two new variables, tuition for the environment and showTuition for the system. In the TRANS section, the aspect adds a transition from
wait to exit with showTuition, for the case where the tuition was not paid.
The aspect’s LTLSPEC section specifies a ‘safety’ formula: there will never be a
transition from wait to welcome if tuition is not paid.
The Tuition LTL aspect can be categorized as a weakly invasive aspect [95]:
it restricts the behavior of the base system by removing transitions, and it adds
transitions, but only between states that were reachable in the original base system.
The effect of weaving it with the base system is illustrated (semi-formally) in
Fig. 3.9.
A second example LTL aspect, called Availability, handles the service’s
availability concern: it specifies that whenever a new student is present when the
system is waiting, eventually the system will welcome the student. The code for
this aspect is shown in Listing 3.3. The aspect’s LTLSPEC section specifies a
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Figure 3.9: The ExamService base and the Tuition LTL aspect (semi-formal,
not all variables shown)
response formula, stating that globally, whenever a new student is presented and
the system is in wait state, eventually the system will visit the welcome state.
The Availability LTL aspect neither adds new transitions nor explicitly
restricts other transitions. However, its LTL specification may (implicitly) lead the
system to choose some transitions over others.

Definition 3.5 (AspectLTL specification)
An AspectLTL specification is a structure S = hB, Ai where B is a base system
and A = {A1 , A2 , .., Ak } is a set of LTL aspects.
We omit obvious syntactic constraints, type checking, and name space issues,
e.g., that for all Ai ∈ A, the external variables of VAs are indeed defined by the
base system, i.e., that VAeext ⊆ VB , and that the domains of these variables, as
defined in the aspects, are subdomains of the variables domains as defined in the
base.
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ASPECT Availability
VARENV -- environment variables
ext newStudent : boolean;
VAR
-- system variables
ext state : {wait, welcome};
LTLSPEC
-- if the environment sends students,
-- eventually the system accepts them and
-- move to welcome state
[] ( (state=wait & newStudent)
-> <> (state=welcome));



Listing 3.3: The Availability LTL aspect
3.2.3.3

Semantics

Definition 3.6 (AspectLTL implementation)
A discrete system C = hVC , θC , ρC i is an implementation of an AspectLTL specification S = hB, Ai iff the following hold:
S
• VC = VB ∪ A∈A VA
W
• θC is an initial state satisfying θB ∨ A∈A θA
W
• ρC is a subset of the transition relation satisfying ρB ∨ A∈A ρA
S
• C is deterministic with respect to VBe ∪ A∈A VAe
V
• Each run of C satisfies A∈A LsA .
Note that a specification defines no order between its aspects and indeed, the
semantics of AspectLTL defined above is agnostic to aspect order.
Definition 3.7 (AspectLTL realizability)
An AspectLTL specification is realizable iff it has an implementation.

3.2.4

Weaving LTL Aspects

Given an AspectLTL specification, the goal of the weaving is to produce an implementation (if one exists). LTL aspects weaving consists of three steps: composition of game structure to model the AspectLTL implementation, checking
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realizability to determine whether there exists an AspectLTL implementation, and
strategy extraction to produce an AspectLTL implementation (synthesis).
3.2.4.1

Composition of Aspect Game Structure

The input for the aspect game construction is an AspectLTL specification. Given
an AspectLTL specification S = hB, Ai, the composition of S is the game structure GA
B , made of the following components:
S
• V = VB ∪ A∈A VA , i.e., all variables declared by the base system and all
the aspects.
S
• X = VBe ∪ A∈A VAe , i.e., all environment (input) variables declared by the
base and all the aspects.
S
• Y = VBs ∪ A∈A VAs , i.e., all system (output) variables declared by the base
and all the aspects.
• θe = true.
 V
W
• θs = θB ∨ A∈A θA ∧ A∈A LsA,i , where LsA,i is a conjunction of all i
parts of LsA (part (i) in Def. 3.2).
• ρe = true.
 V
W
• ρs = ρB ∨ A∈A ρA ∧ A∈A LsA,t , where LsA,t is a conjunction of all t
parts of LsA (part (ii) in Def. 3.2).
V
• ϕ = A∈A LsA,g , where LsA,g is a conjunction of all g parts of LsA (part (iii)
in Def. 3.2).
Note that both θe and ρe are assigned with true value, reflecting that no restrictions
are assumed about the environment (see subsubsection 3.2.6.1).
The game structure composition is implemented using standard B DD-based
operations. Its complexity, i.e., the number of B DD operations, is linear in the
number of input aspects.
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Checking Realizability

Given an aspect game structure, checking realizability amounts to solving the
game, that is, to checking who is winning, the system or the environment. Technically, this is done using a µ-calculus formulation that characterizes the set of
winning states for the system player. It is computed using a symbolic B DD-based
polynomial (quadratic) algorithm, that is an implementation of the nested fixpoint
in the µ-calculus formulation (see [139]).
In our example, it is easy to see that the specification S = hExamService,
{Tuition}i is realizable, since all states of the system player defined in the
aspect game structure and reachable from the initial states are winning for the
system: there is no additional liveness requirement to take care of, so as long as
the system does not get stuck, it will win.
The specification S = hExamService, {Availability}i is realizable
too. Again all reachable states defined in the aspect game structure are winning for
the system player, although it needs to be careful, to indeed move to the welcome
state infinitely often (and not stay in the wait state forever), so it will satisfy the
response property of Availability.
Interestingly however, the AspectLTL specification S = hExamService,
{Tuition, Availability}i is not realizable, since the initial wait state is
not winning for the system: an environment that sends infinitely many students
such that only a finite number of them have paid their tuition, will force the system
not to visit the welcome state infinitely often, and thus to violate its specification.
To ‘fix’ that, we suggest another, more general, version for the Availability aspect, AvailabilityNotWait, where we fix the LTLSPEC to read:
G((state = wait & newStudent) → (state ! = wait)), forcing the system to leave the wait state but not necessarily visit the welcome state. With this
new version of the aspect we have that the specification S = hExamService,
{Tuition, AvailabilityNotWait}i is realizable.
If the specification is realizable, we extract one winning strategy from it and
present it as an executable automaton (see next). Otherwise, if the AspectLTL
specification is not realizable, further analysis can be done to investigate the reason for failure (see Subsection 3.2.7).
3.2.4.3

Strategy Extraction (Synthesis)

In many cases, there may be more than one winning strategy for the system. For
example, a winning strategy for the AspectLTL specification S = hExamService,
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{Availability}i may advance from wait to welcome only after taking
some self transitions in the wait state: as long as it eventually moves to the
welcome state the strategy will satisfy the specification.
We thus arbitrarily extract one winning strategy from the game solution. The
extracted strategy induces a deterministic and complete discrete system (a controller) whose all runs are guaranteed to meet the specification, hence, it is indeed
an implementation of the AspectLTL specification, as required.
Given the controller’s representation, we can create an interactive program that
simulates it: the program waits for assignments to input variables from the user
(or from another program), advances its internal representation of the automaton
accordingly, then again waits for the next assignment to input variables, and so
on and so forth, ad infinitum. Indeed, our prototype implementation generates
a correct-by-construction Java code for such an interactive program, so that the
engineer can actually run it (see Subsection 3.2.8).
Theorem 3.8 (Correctness)
Given an AspectLTL specification S, the composition and synthesis process described above yields an implementation of S iff S is realizable.
The proof of this theorem reduces our construction of aspect game structure
(subsection subsubsection 3.2.4.1) to the GR (1) fragment.

3.2.5

Additional Examples

In addition to the two LTL aspects presented in the previous sections, we now
provide several other aspects that demonstrate various features of AspectLTL. The
aspects relate to the ExamService base system of Listing 3.1 discussed in the
previous sections.
3.2.5.1

A logging aspect

The following example demonstrates the use of AspectLTL for logging, a ‘classical’ use of aspects.
Consider a very simple LTL aspect named FailuresLogging, intended to
work as a logger for the ExamService base system. The aspect is responsible
for logging the details of students that fail the exam, when they exit the system.
The AspectLTL code for FailuresLogging appears in Listing 3.4.
Logging is modeled using a new system variable named logFail. The aspect uses a past formula (with the previous operator Y ϕ written ( )), because
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ASPECT FailuresLogging
VAR
-- system variables
ext state : {failed, exit};
new logFail : boolean;
LTLSPEC
-- logFail iff the previous state was
-- failed and the current state is exit
!logFail &
[] (((_)(state=failed) & state=exit)
<-> logFail);



Listing 3.4: The FailuresLogging LTL aspect
the failure information is available in the failed state but needs to be logged in
the exit state.
Note that FailuresLogging is very simple: it neither restricts the behavior of the base system in any way nor adds new states or transitions. It can be
categorized as a spectative aspect [95].
3.2.5.2

Adding exceptional behavior and choosing between futures

The following example demonstrates the power of AspectLTL correct-by-construction weaving to resolve possible non-trivial aspect interferences.
The LTL aspect AllowQuitting shown in Listing 3.5 specifies the addition
of exceptional behavior: at any time during the run, the student who uses the exam
service may ask the system to cancel. Moreover, the aspect specifies that when the
user asks to cancel, the system will set quit to true. A new transition expression
is added to specify that when quit is true, the system can move to the wait
state.
Note that the addition of the behavior, from quit to the wait state, in the
TRANS section of the aspect, is done symbolically: explicit individual states
are not mentioned in the transition definition; one short formula covers a set
of new concrete transitions. Note also that the augmented system is now nondeterministic: if the user asks to cancel, the system sets the quit variable, but
then it may move to the wait state next or sometime in the future (as expressed
in the LTLSPEC section of the aspect). An implementation may choose not to
move to the wait state immediately, and it will be correct as long as it gets there

3.2. AspectLTL: An Aspect Language for LTL Specifications
ASPECT AllowQuitting
VARENV -- environment variables
new cancel: boolean;
VAR
-- system variables
ext state : {wait};
new quit: boolean;
TRANS
-- when quit is set, adding transition from
-- anywhere to wait
(quit & next(state)=wait);
LTLSPEC
-- if moving to wait then resetting quit
[] ((next(state)=wait) -> !next(quit)) &
-- otherwise,
[] (next(state)!=wait
-- if cancel request, then quit
->(( next(cancel) -> next(quit)) &
-- if no cancel request, then idle
(!next(cancel) -> next(quit)=quit))) &
-- if quit is set, then eventually moving
-- to wait
[] (quit -> <> (state=wait));
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Listing 3.5: The AllowQuitting LTL aspect
eventually.
One ‘problem’ with this aspect, from a requirements point of view, is that the
system may allow the student to cancel after she has seen the exam but without
having her grade recorded. Obviously, this is not acceptable. The next aspect,
named ExamProtection (shown in Listing 3.6), ensures that this will indeed
not happen: it specifies that when the system is in the inExam state, eventually it
will be in the exit state and it will not quit to the wait state since it has started
the exam in the welcome state.
Consider the aspect game structure for the specification S = hExamService,
{AllowQuitting, ExamProtection}i, when the system state is inExam
and the environment (user) has set cancel to true. In this game position, the
quit variable must be true, so the system player has the option whether or not
to move to the wait state. However, while the transition to the wait state is
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ASPECT ExamProtection
VAR
-- system variables
ext state : {wait, welcome, inExam, exit};
LTLSPEC
-- if we are in exam, then eventually we
-- will exit, and we won’t be in wait since
-- that exam
[] (state=inExam -> <> (state=exit &
(state!=wait Since state=welcome)));



Listing 3.6: The ExamProtection LTL aspect
indeed possible, if the system player chooses it, the resulting game state will be
winning for the environment player: from this game state, the environment player
can force the system to violate the specification, by sending a new student and
waiting for the system to eventually reach the exit state. The specification of
ExamProtection will eventually be violated because the system will visit the
wait state on the way from inExam to exit.
Indeed, when computing the solution to the aspect game structure, the synthesis algorithm will find out that this state is winning for the environment and thus
will not include the transition to it in the system’s winning strategy. Note that
this kind of reasoning relies on the µ-calculus nested fixpoint algorithm’s ability to ‘look ahead’ and ‘backtrack’ when marking game states as winning for the
system player or the environment player.
This example shows the power of AspectLTL correct-by-construction weaving
to resolve possible non-trivial aspect interferences.
3.2.5.3

Adding a bounded loop

Finally, an example for adding a behavior in the form of a bounded loop.
The LTL aspect ExamCounter shown in Listing 3.7 defines a ‘retry’ feature:
a student who fails the exam may repeat it up to 3 times. The aspect defines
an environment controlled variable tryAgain (the user may choose whether
to try again or not), and a system controlled variable counter. In addition,
the aspect adds a transition from the failed state back to the inExam state,
which is possible only when the counter is less than 3 and the user has asked
to retry. Finally, the aspect specifies the conditions for initializing the counter,
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ASPECT ExamCounter
VARENV -- environment variables
new tryAgain : boolean;
VAR
-- system variables
ext state : {welcome, inExam, failed};
new counter : {0, 1, 2, 3}
TRANS
-- add transition from failed back to exam
( state=failed & next(state)=inExam &
(counter<3) & tryAgain );
LTLSPEC
(counter=0) &
-- if taking new transition, then counter++
[] ( (state=failed & counter<3 & tryAgain)
-> ( next(state)=inExam &
next(counter)=(counter+1) ) ) &
-- if in welcome, then reseting conuter
[] ( state=welcome -> next(counter)=0 ) &
-- otherwise, leaving the counter as is
[] (!( state=welcome |
(state=failed & next(state)=inExam))
-> next(counter)=counter );
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Listing 3.7: The ExamCounter LTL aspect
incrementing it, and resetting it.
Fig. 3.10 illustrates the effect of weaving the ExamCounter aspect to the
base system.

3.2.6

Language Extensions

In this section we discuss several extensions to the basic version of AspectLTL
presented in the previous sections.
3.2.6.1

Environment assumptions

An important, natural extension of the basic version of AspectLTL is the addition
of environment assumptions. Rather than requiring the system specification to
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Figure 3.10: The effect of weaving the ExamCounter aspect to the
ExamService base system (semi-formal, not all variables and transitions
shown)
hold in all environments, it is common to restrict the specification of open systems with assumptions on environment behavior. Roughly, this results in an assume/guarantee style specification: if the environment adheres to its specification
(the assumptions), the system must adhere to its specification (the guarantees).
The algorithms presented in [139] support this assume/guarantee style formula
(the GR (1) fragment). In the reduction given above we used these algorithms but
just fixed the assumptions to be true, meaning no restrictions were specified on
the environment. Thus, it is indeed possible to extend AspectLTL with support
for environment assumptions, based on existing synthesis algorithms and while
staying within the polynomial complexity16 .
We now sketch the adaptation. Syntactically, the addition of support for envi16

We choose not to include environment assumptions in the basic AspectLTL version presented
above, so as to keep it simpler and more intuitive to understand. The full extent of the GR (1) fragment may be viewed as carrying with it a somewhat counter-intuitive interpretation with respect
to natural programming constructs. In order to consider it, one would have to rigorously define a
gray area in which programming is still natural while allowing assumptions on the environment.
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ronment assumptions is implemented by the addition of a new keyword LTLSPECENV, where a formula of the form of Equ. 3.4 is placed, specifying what is
assumed to hold for the environment. In the weaving process, the aspect game
structure composition defined in subsubsection 3.2.4.1 needs to change. In particular, θe and ρe are not fixed to true, and the winning condition formula ϕ includes expressions from part (iii) in Def. 3.2 of the formulae defined inside the
new LTLSPECENV sections.
Supporting assume/guarantee specifications enables the use of richer and more
realistic programs. For lack of space in this paper we omit the formalization and
concrete examples of this extension.
3.2.6.2

Changing variable domains

The basic version of AspectLTL presented in this paper allows aspects to access
system and environment variables (referring to the entire domain or to a locally
defined subdomain of each variable), and to introduce new system and environment variables. However, it does not allow an aspect to change the domain of
existing system or environment variables.
The effect of changing the domain of a variable can be simulated by introducing new variables and creating dependencies between the new variables and the
existing ones. Thus, formally, adding this feature to AspectLTL does not increase
the language’s expressive power. Still, in some cases, it may be more elegant to
directly change the domain of a variable: other aspects, which may be co-weaved
with the augmented base system, will ‘see’ the new domain rather than the original one. They will be able to use the new domain without being ‘aware’ that it
was redefined by another aspect.
Changing the domain of an existing variable may be viewed as a variant of
static crosscutting, adapted to AspectLTL. It needs to be used with care, but it
does create an opportunity for cleaner end results.
3.2.6.3

Visibility and scope

It is useful to extend AspectLTL with notions of variable visibility and scope.
For example, the base may distinguish between variables that are public and can
be accessed by aspects, and variables that are private and cannot be accessed by
aspects. The definition of AspectLTL in Subsection 3.2.3 assumes all variables
are public.
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Moreover, it is useful to define a notion of scope, whereby the access to base
or environment variables is done using imported name spaces or explicitly with
fully qualified names (e.g., base.state). The definition of AspectLTL in Subsection 3.2.3 assumes a single, global name space.
Such notions of visibility and scope allow structural modularity, information
hiding, and aspect reuse, offering ways to better manage large AspectLTL specifications. We omit the formalization of these features from the present paper.

3.2.7

Discussion of Advanced Topics

We discuss several advanced topics and future work directions related to AspectLTL and its possible applications.

3.2.7.1

Expressive power and complexity

The expressive power of aspects, to specify behavior and to manipulate a base
program, is an important issue in the design of aspect languages. We have shown
how AspectLTL enables the specification and enforcement of liveness and safety
concerns, as well as the addition of new behaviors, covering spectative, regulative,
and invasive aspects [95].
Formally, the basic version of AspectLTL presented in this paper supports
part of the GR (1) fragment of LTL, limited to system specifications in the form of
Equ. 3.4. The GR (1) fragment supports specifications of the form ϕ → ψ where
ϕ and ψ are both in the form of Equ. 3.4 (that is, the addition of environment
assumptions, see subsubsection 3.2.6.1). A conjunction of GR (1) specifications,
called a GR (k) specification, is at the top of the hierarchical classification of LTL
properties presented in chapter 4 of [120]. That is, every LTL specification can be
transformed into GR (k) (albeit with non-elementary complexity).
The general case for synthesis from LTL specifications is 2EXPTIME-complete
[145] (however, solving a GR (k) game is exponential in k [138]). As shown in
[139], synthesis from the GR (1) fragment is polynomial. As AspectLTL weaving
is limited to the GR (1) fragment (even with the addition of environment assumptions), it uses efficient B DD-based symbolic algorithms. It is linear in the number
of aspects in the specification and polynomial (quadratic) to the state space.
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Join point model

An aspect language has a join point model (JPM), which defines the points where
an aspect may interfere with a base, how these points may be specified, and how
the additional aspect behavior is defined.
In AspectLTL we have defined a very general and permissive JPM. We allow
new transitions to be added at any state of the base system: all states are possible
join points, pointcuts are not specified explicitly, and advice is divided between the
explicit transitions added in the TRANS section and the more implicit restrictions
defined in the LTLSPEC section. Note the unique characteristics of AspectLTL
in this sense. The “advice” of LTL aspects has not only local and specific effect
to explicitly defined points along the execution, but also a global, temporal and
general effect on ongoing, infinite executions.
Nevertheless, one may consider a more restrictive JPM, which would force the
engineer to explicitly define the states in the base system where an aspect’s new
transitions should ‘start from’ (using pointcuts) and the states where the aspect
transitions end and return to the base (using return points) (such a restricted JPM
was used in [70] in the context of aspects model-checking). Note that these pointcuts and return points may still be defined symbolically, that is, using expressions
that define a set of states, not a single state.
One possible application of introducing such a restricted JPM to AspectLTL
may be the use of AspectLTL to produce correct-by-construction controllers from
programs written in other aspect languages. Given the high expressive power
of AspectLTL, we believe it would be possible to define a semantics preserving
translation from, e.g., a variant of AspectJ [100] annotated with aspect’s pre/post
conditions, into AspectLTL, and use AspectLTL weaving to reason about the alternative weaving orders or to directly produce the final executable artifact.
3.2.7.3

Debugging unrealizable specifications

The examples we have shown in previous sections demonstrated the power of AspectLTL’s weaving process to identify possible interferences or conflicts between
LTL aspects and solve them, if possible, so as to generate a controller that implements the specification. In particular, see the example in subsubsection 3.2.5.2.
When an AspectLTL specification is not realizable, a controller is not generated. In this case, one may be interested in debugging the specification, in order
to identify and understand the reason for unrealizability.
One possible way to debug an unrealizable specification may be based on
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counterstrategies [103]. By reversing the roles of the system and the environment in the synthesis game, we are able to generate winning strategies for the
environment. Following these strategies shows exactly how any generated system
can be forced by an (adverse) environment to violate the system specifications.
Recalling the example LTL aspects presented in Subsection 3.2.3 and discussed in subsubsection 3.2.4.2, we explained that the AspectLTL specification
S = hExamService, {Tuition, Availability}i is not realizable: an environment that sends infinitely many students such that only finite number of them
have paid their tuition, will force the system not to visit the welcome state infinitely often, and thus to violate its specification. The reversing roles process
described above is able to synthesize this environment strategy.
A related technique for the debugging of unrealizable AspectLTL specifications is the computation of an unrealizable core [35]. An unrealizable core is a
minimal subset of the specification that is unrealizable (note that there could be
several such cores). Presenting an unrealizable core to the user may be viewed as
a form of program slicing, allowing to localize the cause of bugs. The larger the
specification, in terms of the number of LTL aspects involved, the more critical the
computation of the core becomes.
3.2.7.4

Traceability

Traceability, the ability to trace a systems requirements from the specification to
the implementation, is an important issue in software engineering. In particular,
the use of an aspect language poses opportunities and challenges for traceability.
In the context of AspectLTL, traceability would mean the ability to identify,
for each transition of the generated controller, whether it is defined by the base
system or by one of the aspects, and, in case of non-deterministic choice in the
initial or intermediate outcomes, which aspect specification led the strategy to
choose one of the possible transitions over the others.
Recalling our examples again, in the AspectLTL specification S = hExamService, {Tuition, AvailabilityNotWait}i, the transition from wait
to exit should be traced back to the Tuition aspect, and the transition from
wait to welcome should be attributed both to the base system and to the AvailabilityNotWait LTL aspect.
We believe that such traceability features can be implemented. We leave the
formalization, automation, and user-interface presentation of this feature to future
work.
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Implementation

AspectLTL is supported by a prototype Eclipse plug-in, which we have developed
on top of JTLV [148], a framework for the development of verification algorithms,
using B DD-based symbolic mechanisms. The default underlying B DD package
used is CUDD [162]. We used this prototype implementation to define several
AspectLTL specifications (including the examples we presented in this paper), to
weave them, and to run the generated implementations. The plug-in, together with
further documentation, is available from [10].
The plug-in implements Eclipse editors for AspectLTL base and aspect formats, including syntax coloring etc. It allows the engineer to check the realizability of an AspectLTL specification, to synthesize, and to output the synthesis
result. The result is presented in either a plain text format, or in a generated code,
consisting of an interactive Java program. The generated program simulates the
system’s winning strategy: it asks the user for values for the input variables, advances its internal representation of the automaton accordingly, then again waits
for the next assignment to input variables, and so on and so forth, ad infinitum.
Thanks to the use of B DDs and the algorithms of [139], the complexity of
AspectLTL composition and synthesis is linear to the number of aspects and polynomial (quadratic) to the state space. Hence, performance is not expected to be
a major problem, at least up to medium scale designs. For example, the composition and synthesis of a specification that consists of the example base system
ExamService and all 6 example LTL aspects we have presented in this paper,
takes about 3.5 seconds on a standard laptop machine. Out of these, parsing,
B DD factory setup, and compositions take approximately 0.1 seconds, realizability check takes approximately 0.5 seconds, and the remaining approximately 3
seconds are used for the strategy extraction and Java code generation. Further
performance experiments with larger case studies are left for future work.

3.2.9

Related Work

We now discuss related studies in the area of specifying and modeling aspects
using LTL or state machines and in the area of composition and program synthesis.
Goldman and Katz [70] model an aspect using an SMV-like format and describe a modular verification technique, based on model checking, allowing one
to prove the correctness of an aspect once, for all base systems satisfying the aspect’s assumption about the systems it may be woven to. The aspect advice is
described using a state machine. Pointcuts and return states are described using
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expressions (however, pointcuts can only use current-state expressions, past
LTL syntax is not supported). Their work is extended in [94] to support stronglyinvasive aspects.
Krishnamurthi et al. [107] model a program’s control-flow graph as a state
machine, model an advice as another state machine, and specify pointcuts using a
(restricted form of) regular expressions. They show how CTL properties that were
proved to hold for the base program can be proved to hold for the augmented program in a modular way, without analyzing the entire system every time a developer
changes an advice.
The above mentioned works use the temporal specification or state machine of
the aspect as a means towards a model-checking based proof of aspects correctness. Other works translate LTL properties into corresponding monitors written
using aspect code (e.g., in AspectJ), as a means for LTL runtime verification (see,
e.g., [71, 164]).
In contrast to the above lines of work, we use an LTL characterization of aspects as an input for a composition and synthesis process. Rather than static or
runtime verification, our primary goal is to produce a correct-by-construction executable system. Moreover, AspectLTL features a more general and permissive
joint point model, not limited apriori to AspectJ-like pointcuts and advice. Our
method solves the possible conflicts or interferences between the specified aspects, if indeed a solution to these conflicts exists. If a solution does not exist, a
static debugging mechanism may be used to uncover the reasons for the conflicts
(see subsubsection 3.2.7.3). We are not aware of any other work that uses an LTL
charaterization of aspects, or an LTL-based aspect language like AspectLTL, for
the purpose of correct-by-construction aspect weaving.
It is important to distinguish AspectLTL synthesis from other forms of composition and program synthesis that have attracted research attention in recent years.
Correct composition of features (see, e.g., [51, 93, 166]), for example, is typically discussed at the level of safe type checking, and not at the level of the actual
semantics of the features involved: features can be composed if the resulting program is type-safe and compiles, not if its semantics (in terms of input/output or
event sequences) indeed complies with each of the features’ specifications.
Dependencies between features are typically expressed using logical constraints
at the level of the feature model (e.g., “if feature A is included, feature B must not
be included”). Feature models may be the subject of formal analysis (see, e.g.,
[122, 167]). In contrast, in AspectLTL, in addition to type safety, correct composition and synthesis depends on the actual semantics of the LTL aspects specifications. Moreover, dependencies between LTL aspects are not provided by the
LTL
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designer. Instead, they are automatically and implicitly deduced from the actual
aspect code during the synthesis process. Thus, indeed, AspectLTL synthesis is
very different and complementary to these approaches.

3.2.10

Conclusion and Future Work

We presented AspectLTL, a temporal-logic based language for the specification
and implementation of crosscutting concerns. AspectLTL enables the modular
declarative specification of expressive concerns, covering the addition of new behaviors, as well as the specification of safety and liveness properties. Moreover,
given an AspectLTL specification, consisting of a base system and a set of aspects, AspectLTL comes with a composition and synthesis-based weaving process, whose output is a correct-by-construction executable artifact. We formally
defined the syntax and semantics of AspectLTL, presented example LTL aspects,
and described a prototype implementation that supports the new language.
AspectLTL is an aspect language, as it indeed provides obliviousness and
quantification [63]. Obliviousness is supported, as the base system does not have
to be specifically prepared to receive the enhancements defined by the LTL aspects. Quantification is provided by the symbolic interpretation, which allows a
single statement to relate to a set of states or transitions, when adding behaviors
as well as when restricting them.
Several future work directions were discussed already in Subsection 3.2.7,
among them: implementing a debugger based on counterstrategies for better interference analysis, and defining reductions from other languages into AspectLTL.
Additional future work directions follow. First, to make the writing of AspectLTL aspects more human-friendly and the resulting text more human-readable,
we plan to define a set of specification patterns that can be used inside LTL aspects specifications as macros (syntactic sugars) (as in, e.g., [53]). For example, supporting an idle keyword, idle(v1 , v2 , . . . , vk ) as a syntactic sugar for
&ki=1 next(vi ) = vi , or a loop keyword to iterate at a given state up to a finite
number of times. Note that we already support several such patterns, e.g., the
response pattern G(ϕ → F ψ), and that the implementation of such patterns in
the context of our synthesis algorithm requires a transformation to the format of
Equ. 3.4, hence it is not straightforward and may require the automatic implicit
addition of helper variables.
Second, we plan to investigate LTL aspects reuse. Some of the LTL aspects we
have presented are specific to the ExamService base, but others are relatively
generic and may be useful when weaved with many base systems. Better support
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for reuse may include mechanisms for defining parametrized LTL aspects, with
more generic mappings (bindings) between aspect and base variables, and means
to specify aspect’s assumptions about the base systems it may be woven to (which
can be verified prior to composition and synthesis).
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Chapter 4
Compositional Methoeds
In this chapter we leverage the verification developer skills by considering the
framework of compositional reasoning. The framework is based on decomposing
the verification task so that the reasoning is as localized as possible.
Despite various attempts, parallelizing and distributing model checking algorithms (and symbolic B DD-based algorithms in general) was unsuccessful due to
the entangle nature of B DD structures. JTLV provides a new functionality that enables the separation of B DD structures. In the first part of the chapter we present a
new JTLV application that implements multi-threaded model checking algorithm,
based on the compositional framework.
In the next part of the chapter we present a new compositional algorithm that
entails a cyclic abstraction and refinement procedures, thus stress the superiority of JTLV to leverage the verification developer skills. The algorithm extends
previously developed compositional techniques that support justice requirements
([130, 40, 41]), to accommodate compassion requirements. An interesting observation derived from this work is that sometimes the treatment of compassion
requirements is conceptually not more complex than the treatment of justice requirements. We further elaborate on the treatment of compassion versus justice
requirements in Section 5.3.
Finally, in the last part of the chapter we present a new JTLV-based tool (called
S PLIT) that implements a number of algorithms ([130, 40, 41, 42]); together, they
result in compositional model checker that is to the best of our knowledge, the
first tool to implement a fully automated compositional method for both safety
and liveness properties.
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4.1

Parallelizing A Symbolic Compositional ModelChecking Algorithm1
Ariel Cohen, Kedar S. Namjoshi, Yaniv Sa’ar,
Lenore D. Zuck, and Katya I. Kisyova
Abstract
We describe a parallel, symbolic, model-checking algorithm, built
around a compositional reasoning method. The method constructs a
collection of per-process (i.e., local) invariants, which together imply a desired global safety property. The local invariant computation is a simultaneous fixpoint evaluation, which easily lends itself
to parallelization. Moreover, locality of reasoning helps limit both
the frequency and the amount of cross-thread synchronization, leading to good parallel performance. Experimental results show that the
parallelized computation can achieve substantial speed-up, with reasonably small memory overhead.

4.1.1

Introduction

The verification of concurrent programs remains an difficult task, in spite of numerous advances in model checking methods. The main difficulty is state explosion: the verification question is PSPACE-hard in the number of components. In
practice, this means that the size of the reachable state space can be exponential
in the number of processes.
Compositional reasoning and other abstraction approaches can ameliorate the
effects of state explosion. In this work, we point out that compositional reasoning is also particularly amenable to parallelization. In compositional reasoning,
each process is analyzed separately, and the information exchanged between processes is limited by the localized nature of the analysis. Both factors are crucial
to effective parallelization.
To the best of our knowledge, this is the first work to explore parallel model
checking based on automatic compositional analysis. Prior approaches to parallelization (see Subsection 4.1.5) use algorithms which compute the exact set of
reachable states. The compositional algorithm, however, generally computes an
1

Appeared in proceedings of the 6th international Haifa Verification Conference (HVC 2010).
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over-approximation of the reachable state set–one which suffices to prove the desired property.
The algorithm we consider is a mechanization of the classical Owicki-Gries
compositional method [134]. The model is that of asynchronously-composed
processes, communicating through shared-memory. The algorithm constructs a
“local proof”, which is a collection of per-process assertions, {θi }, whose conjunction (i.e., θ1 ∧ θ2 . . . ∧ θN ) is guaranteed to be an inductive whole-program
invariant. This vector of local assertions is called a split-invariant, as the program invariant is in this conjunctive form. In previous work [40, 41, 42, 43], we
have shown that this algorithm often out-performs the standard reachability-based
method of verifying safety properties.
The computation of the strongest split invariant is a simultaneous fixpoint
computation over the vector (θ1 , θ2 , . . . , θN ). In the simplest setting, each thread
of a multi-threaded implementation is responsible for computing one component
of the fixpoint. The interaction between thread i and another thread j is limited
to communicating the effect that the transitions of processes i have on the shared
program state.
While it is easy to see how to parallelize the fixpoint computation, an actual
implementation with B DDs is not straightforward. The B DD data structure is naturally “entangled”. Standard B DD libraries are not thread-safe. We show that
one can exploit the locality of the reasoning, and use independent non-thread-safe
B DD stores, one per thread.
The algorithm has been implemented using JTLV [148], a Java-based framework for developing verification algorithms. The experimental results are very
encouraging, on several (parameterized) protocols, the parallel algorithm demonstrates speedup ranging from 5 to nearly 7.5 on a system with 8 cores, with a small
memory overhead.
The extension of the local reasoning computation to liveness properties given
in [41, 42] is also easily parallelizable. In a nutshell, the liveness algorithm first
computes the strongest split invariant, followed by an independent analysis of
each component process. The second step is trivially parallelized.
To summarize, we view the main contribution of this work is in proposing and
evaluating the use of compositional reasoning as a basis for parallel model checking. As local reasoning is itself often more efficient than a global reachability
computation, parallelization offers a multiplicative improvement over sequential
reachability analysis. While our implementation and experiments use finite-state
protocols and B DDs, the algorithmic ideas are more general, and apply also to
non-finite domain representations, such as those used in static program analysis.
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An abbreviated description of this work will be presented at the EC2 workshop, associated with CAV 2010 [44].

4.1.2

Background

This section introduces split invariance and gives the simultaneous fixpoint formulation of the strongest split invariant. Some of this material is taken from [130],
and is repeated here for convenience.
Definition 4.1
A program is given by a tuple (V, I, T ), where V is a set of (typed) variables,
I(V ) is a predicate over V defining an initial condition, and T (V, V 0 ) is a predicate defining a transition condition, where V 0 is a fresh set of variables in 1-1
correspondence with V .
The semantics of a program is given by a transition system: a triple (S, S0 , R),
where S is the state domain defined by the Cartesian product of the domains of
variables in V , S0 = {s : I(s)}, and R = {(s, t) : T (s, t)}. T is assumed
to be left-total, i.e., every state has a successor. A state predicate (also called
“assertion”) is a Boolean-valued expression over the program variables. The truth
value of a predicate at a state is defined as usual, by induction on formula structure.
The expression w(s) represents the value of variable w in state s.
Definition 4.2
The asynchronous composition of processes {Pi }, written as i Pi , is theSprogram
P =V
(V, I, T ), where the components are defined as follows. Let V = i Vi and
I = i Ii . The shared variables, denoted X, are those that belong to Vi ∩ Vj ,
for some distinct pair (i, j). The local variables of process Pi , denoted Li , are the
variables in Vi that are not shared (i.e., S
Li = Vi \ X). We assume, for simplicity
that,
S for each i, it is true 0that Vi = Li X. The set of local variables is L =
. Let T̂i = Ti (Vi , Vi ) ∧ (∀j : j 6= i : pres(Lj )), where pres(W ) is short
iL
Vi
for w∈W (w0 = w). Thus, T̂i behaves like Ti , but leaves local variables of other
processes unchanged. The transition relation of the composition, T , is defined as
W
i T̂i .
Notation: In what follows, we use a notation introduced by Dijkstra and Scholten
[52]. Sets of program states are represented by first-order formulas. Existential
quantification of a formula ξ by a set of variables X is denoted as (∃X : ξ) The
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notation [ξ] stands for “ξ is valid”. The successor operation is denoted by sp
(for strongest postcondition): sp(τ, ξ) represents the set of states reachable in one
τ -transition2 from states in ξ.
Inductiveness and Invariance: A state predicate is an invariant of program
M = (V, I, T ) if it holds at all reachable states of the transition system defined
by M . It is an inductive invariant for M if (1) it includes all initial states (i.e.,
[I ⇒ ξ]), and (2) it is preserved by program transitions (i.e., [sp(T, ξ) ⇒ ξ]).
An inductive invariant ξ is adequate to prove the invariance of a state predicate ϕ
if it implies ϕ.
Local Reasoning and Split Invariants: Consider an N -process composition
P = k Pk . To reason locally about P , we restrict the shape of invariance assertions to a special form. A local assertion is one that is based on the variables of
a single process, say Vi (equivalently, on X and Li ). A vector of local assertions,
θ = (θ1 , θ2 , . . . , θN ), is called a split assertion. V
A split assertion θ is a split invariant if the conjunction of the components, i.e., k θk , is an inductive invariant for
P.
Definition 4.3 (Summary Transition)
For a split assertion θ and process k, the summary transition for process i, denoted T k (X, X 0 ), is defined as (∃Lk , L0k : Tk ∧ θk ). This captures the effect
of the transition relation Tk of process k on the shared variables X, from states
satisfying θk .
Split Invariance as a Fixpoint: As shown in [130], the split-invariance constraints can be simplified into the equivalent set of constraints below, making use
of locality. For process i, sp i is the strongest post-condition operator for component Pi ; i.e., sp i (τ, ξ) = unprime i (∃Vi : τ ∧ ξ). By definition, the result of sp i is
a local assertion (on Vi ). For each process index i:
1. [initiality] θi should include all initial states of process Pi : [(∃L \ Li :
I) ⇒ θi ]
2. [step] θi must be closed under local transitions of Pi : [sp i (Ti , θi ) ⇒ θi ]
2

This can be represented by the formula unprime(∃V : τ (V, V 0 ) ∧ ξ(V )), where the unprime
operator replaces each next-state variable x0 with its current-state counterpart x.
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for all i : θi := (∃L \ Li : I); /* initialize θi by (1) */
while (fixpoint is not reached) {
/* compute summary transitions */
for all Ti := (∃Lk , L0k : Tk ∧ θk );
/* compute states reachable by (2) and (3) */
W
for all i : θi := θi ∨ sp i (Ti , θi ) ∨ ( k6=i sp i (T k ∧ pres(Li ), θi ));
}



Listing 4.1: Outline of the sequential split invariance computation.
3. [non-interference] θi must be closed under transitions by processes other
than Pi . For all k different from i, [sp i (T k ∧ pres(Li ), θi ) ⇒ θi ]
Calculating the Strongest Split Invariant: By monotonicity of the left-hand
sides of these constraints and the Knaster-Tarski theorem, there is a least vector
∗
solution, which is the least fixpoint, denoted by θ∗ = (θ1∗ , . . . , θN
). For each i,
∗
the i’th component of θ is a local assertion on Vi ; thus, the least solution is also
the strongest split-invariant.
Hence, from [130], a global property ϕ is invariant
V
∗
for program P if [( i : θi ) ⇒ ϕ] holds. The least fixpoint can be computed
by the standard Knaster-Tarski approximation sequence, as shown in Listing 4.1.
The calculation can be optimized by computing only the change to each θi , in a
manner similar to the use of a frontier set in the standard reachability algorithm.
Completeness of Local Reasoning: A split invariant is a restricted class of formula; hence, the local reasoning method may fail to prove a property—the induced global invariant may be too weak. As shown by Owicki and Gries [134]
and Lamport [115], this can always be remedied by adding shared auxiliary variables to the program, whose sole purpose is to expose more of the local state of
the processes. Heuristics for automatically deriving such auxiliary variables were
presented in [40, 41]. In this paper, we focus on the split invariance calculation,
with auxiliary variables already added, if necessary.

4.1.3

Parallelizing The Split-Invariance Calculation

This section describes how to parallelize the simultaneous fixpoint calculation of
the strongest split invariant and provides a generic algorithm outline. We discuss
B DD implementation issues and heuristics.
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Parallelizing the Least Fixpoint Evaluation

The operations required to evaluate the simultaneous fixpoint (conjunction, disjunction, quantification, etc.) can be carried out by standard B DD manipulation
for finite variable domains. From the chaotic iteration theorem [48], the least vector fixpoint can be obtained by any fair schedule of the operations. This theorem
is central to the parallelization, as it allows the computation for θi to be carried
out at a different rate than that of θj , for j 6= i. Hence, as pointed out in [47], the
computations can be carried out on distinct processors with very loose synchronization.
The parallel algorithm is outlined in Listing 4.2. For simplicity, it is assumed
that each component of the fixpoint is computed by a separate thread. The algorithm is described for thread i, which is responsible for component θi . It corresponds to the fixpoint evaluation schedule where θi is initialized according to
(1); the sp i operations in (2) and (3) are iterated until θi stabilizes (this generates
states reachable from actions of process Pi and the shared effects of other processes); only then is the effect of process Pi calculated, and broadcast to all other
processes. This is repeated until global convergence.
Constraint (3) forces communication and synchronization between the various
threads. By definition, the summary transition, T k , represents the effect on the
shared state of transitions taken by process Pk from the set of states satisfying
θk . This term is periodically evaluated at thread k, using its current value for θk ,
and the result is broadcast to all other threads (as shown in Listing 4.2 for thread
i). The broadcast can be carried out through a (virtual) communication topology.
The reception of such broadcasts is left implicit in the algorithm description.
4.1.3.2

B DD implementation issues

Implementing the computation in Listing 4.2 with B DD techniques gives rise to
issues concerning synchronization and memory locality, which we discuss below.
Currently available B DD implementations are not thread-safe and require substantial modification to be so [157]. A sequential B DD store can be made threadsafe at a coarse-grain level by a global lock acquired prior to each B DD operation;
however, this is prohibitively expensive. Moreover, even a single thread-safe B DD
store may have locality issues. The summary transition terms broadcast by each
thread are accessed by multiple threads, which requires synchronization. B DDs
representing “mixed” terms (i.e., terms such as θi that depend on both X and Li )
are accessed by a single thread, and do not require synchronization. Using a single
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θi := (∃L \ Li : I); /* initialize θi by (1) */
for all k : k 6= i : T (k) := false;
while (not globally converged) {
while (θi does not stabilize) {
/* compute states reachable by (2) and (3) */
W
θi := θi ∨ sp i (Ti , θi ) ∨ ( k6=i sp i (T (k) ∧ pres(Li ), θi ));
}
/* broadcast this process’ summary */
asynchronously broadcast T (i) = (∃Li , L0i : Ti ∧ θi );
}



Listing 4.2: Outline of the computation for Thread i. Vector T represents
summary transitions. A secondary thread (not shown) is used to receive updates
for T from other threads via the broadcast operation.

(thread-safe) B DD store to represent both types of B DDs uniformly could result in
mixed B DDs from distinct threads being mapped to the same unique table bucket,
which unnecessarily synchronizes accesses to these B DDs. (This scenario is similar to “false sharing”, which arises when variables local to distinct threads are
mapped to the same cache line.)
Our current implementation has multiple (non-thread-safe) B DD stores, one
for each thread. From the structure of the local reasoning computation, the θi
term does not refer to Lj , for j 6= i, so that it is not necessary to pick a single
total ordering of the local variables. The B DD stores have to agree on the ordering
of the shared variables X (or incur a cost to translate between distinct orders).
With this structure, there is a certain amount of replication amongst the B DD
stores: if local B DDs from distinct threads have a common term (necessarily over
X, X 0 ), the B DD for this term is replicated. Another potential issue is the cost of
copying summary transition B DDs (the {T k } terms) between stores to implement
the broadcast operation from Listing 4.2. In many of our experiments, we did
not observe a serious effect from either replication or copying, but the degree to
which this is an issue depends on the amount of shared state in the protocol. This
is examined in more detail in Subsection 4.1.4.
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96

Implementation Decisions

Perhaps the most important decision is that of the topology of the implementation,
the most obvious ones being a clique, a star, and a tree. While intuitively it seems
that the topology of the threads should mimic the topology implemented protocol,
it turns out that often this is not the case. For example, while the underlying topology of Szymanski’s mutual exclusion algorithm [165] is a clique, our experiments
show that an implementation with a star topology is more advantageous.
The simplified description given above allocates one thread to each component
of the vector. This can be bad for performance if too many threads are created.
(For good utilization, the number of threads should be approximately the number
of cores.) An alternative is to let each system thread represent several processes.
Hence, each thread or core is responsible for computing several components of the
split-invariant vector. The B DDs for these components are managed by a single,
per-thread B DD store.
Large B DD caches can improve performance by avoiding recomputation of
previously computed B DD nodes. In our experimental results, we present the
performance of the sequential and parallel algorithms on the cache size which
gave the best results for the type of algorithm.

4.1.4

Experiments and Results

We compared the parallel algorithm with the sequential split invariant algorithm,
which was shown in [43] to often have order-of-magnitude improvements in runtime over monolithic model checking. All experiments reported here were conducted on a dual-quad-core A MD Opteron (8 cores total), with 1.1GHz clockspeed and 512KB cache processors, and a total of 32G RAM. Both versions were
implemented in Java, using JTLV (Java Temporal Logic enVironment) [148], a
B DD-based framework for developing verification algorithms. JTLV provides a
common Java API to several B DD libraries. We used a native JAVA B DD package,
based on BUDDY, which is supplied in JAVA BDD.
For our testbed, we used four known algorithms, three mutual exclusion protocols and a cache coherence protocol, representing parameterized systems with
various number of shared variables, amount of synchronization, and complexity
of transition relation.
We tested an optimized sequential implementation, and the parallel algorithm
with different numbers of processing cores (2/4/8). The tests were done on several
instantiations of each protocol. All the results reported here refer to the optimal
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N
512
1024
1536
2048

Sequential
number of BDD nodes
19.5M
81.0M
219.0M
335.0M

Parallel
number of BDDs nodes
19.8M
82.0M
221.0M
342.0M

BDD inc.
1%
1%
1%
2%

Table 4.1: Number of B DD nodes for MUX - SEM
execution we obtained. For each parameterized system, we measured, for each
instantiation, the number of B DD nodes in the sequential and in the parallel case
and the increment (if any) caused by the latter. We then compare, for each instantiation, the speedup obtained, and the efficiency of the parallel implementation
measured as
sequential time
speedup
=
# of active cores
parallel time × # of active cores
where “# of active cores” is the minimum between the number of threads and the
number of processing cores available.
4.1.4.1

The Examples

Unless noted, code for examples can be found in [8].
Mutual Exclusion with Semaphores MUX - SEM is a simple parameterized mutual exclusion protocol, which uses a semaphore to coordinate accesses to the critical region. Multiple processes from the protocol were mapped to a single thread.
For N = 512, 1024, 1536 we used 32 threads, and 64 threads for N = 2048. The
broadcast operation is implemented by the central thread, which disjuncts transitions from multiple threads before forwarding them, thus reducing the number of
messages (while increasing their complexity). The property we verified is that of
mutual exclusion. Table 4.1 shows the number of B DD nodes for each instantiation. Table 4.2 shows the speedup and efficiency obtained. Note that the number
of B DD nodes is roughly the same for the sequential and parallel implementations.
Szymanski’s protocol [165] SZYMANSKI is a more complex mutual exclusion
protocol where communication is achieved by shared distributed (single-writer
multiple-readers) variables. We verified the mutual exclusion property for both

4.1. Parallelizing A Symbolic Compositional Model-Checking

N
512
1024
1536
2048

Sequential
2 cores
Time
Time Speedup
27
16
1.68
117
65.8
1.77
360
203
1.77
561
314
1.80

4 cores
8 cores
Eff. Time Speedup Eff. Time Speedup
0.84 8.3
3.25 0.81 4.8
5.6
0.88 34.8
3.3
0.82 19.2
6.1
0.88 112
3.2
0.80 65
5.5
0.90 165
3.4
0.85 92
6.1
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Eff.
0.70
0.76
0.69
0.76

Table 4.2: Test results for MUX - SEM
N
6
7
8
9

Sequential
number of BDD nodes
4.8M
16.1M
49M
141M

Parallel
number of BDDs nodes
6.9M
23M
73M
216M

BDD inc.
43%
42%
48%
53%

Table 4.3: Number of B DD nodes for SZYMANSKI
sequential and parallel implementations for N = 6, 7, 8, 9 on 2-, 4- and 8-core
machines. The results when applying a star topology are provided in Table 4.3
and Table 4.4. As can be seen from the tables, the efficiency obtained is similar to
that obtained for MUX - SEM, however, there is an increase in the number of B DD
nodes required for the parallel implementation (that is correlated with the size of
the instantiation).
German 2004 German’s original cache coherence protocol (see, e.g., [146]),
consists of a central controller called Home and N clients that coordinate with
Home for shared and exclusive access to a shared variable. In a tutorial at FMCAD’04, German introduced a more involved version of the protocol, that became

N
6
7
8
9

Sequential
2 cores
Time
Time Speedup
20.5
11.6
1.76
130
73.5
1.76
564
302
1.87
2896
1362
2.12

4 cores
8 cores
Eff. Time Speedup Eff. Time Speedup
0.88 6.5
3.15 0.78 4.4
4.65
0.88 41
3.17 0.79 23.7
5.48
0.93 163
3.46 0.86 93
6.06
1.06 739
3.91 0.97 492
5.88

Table 4.4: Test results for SZYMANSKI

Eff.
0.78
0.78
0.76
0.73
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known as “German 04”. A description of the protocol is in [66]. The new protocol
differs from its predecessor by allowing each process to be both a home of some
cache lines, and a client for all cache lines. It also allows for message queues, and
a “send/receive” cycle for each process. Our modeling of the protocol is based
on the one of [146]. We do not deal with the message queues and rather assume
that each channel can hold at most one message, and model the channels as shared
variables. We also simplified the protocol by assuming that each process is a home
for a single cache line, though we can easily remove this assumption. Finally, we
replace the send/receive cycles by non-determinism; our safety proof implies that
of the more detailed version.
N
P [i] where each process P [i] is itself a parallel
The protocol is defined by i=1
composition of N homes (one for each client it serves) and N clients (one for each
home), which we denote by Home[i][1], . . . , Home[i][N ] and Client[i][1], . . . ,
Client[i][N ], that is,
N

N

Home[i][j]

P [i] ::

Client[i][j]

j=1

j=1

property we wish to verify for this system is that of coherence by which there
cannot be two clients, one holding a shared access to a cache line and the other
holding, simultaneously, an exclusive access to the same cache line.
The system thus consists of a parallel composition of N 2 subsystems, and is
N
Q[i] where clients are grouped with the homes they
equivalent to the system i=1
refer to.
N

Q[i] ::

N

Home[i][j]
j=1

Client[j][i]
j=1

In the P [i] processes, home and clients share no variables, while a home and its
clients on other threads share only communication channels. The advantage of
this refactoring is that the Q[i]’s do not communicate with one another – they
each consist of a home process and the fragments of clients that communicate
with it. We thus apply the analysis where each thread models a single Q[i]. We
used a star topology where the central thread is used only for communication and
does not model any process. The experimental results are in Table 4.5.
We omit the table of the number of the B DD nodes since they are the same
for both the sequential and the parallel case, with one important exception: The
sequential version state exploded with N = 12 (BUDDY allows up to 429M B DD
nodes), while the parallel version did not, and used 718M B DD nodes, split among
the threads. Note that for a few instances the efficiency exceeds 1! We believe that
this may be due to better cache utilization due to the multiple B DD stores.
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N
8
9
10
11
12

Sequential
2 cores
Time
Time Speedup
185
78
2.37
489
234
2.08
1076
511
2.10
2867
1310
2.18
over B DD limit 3505

4 cores
8 cores
Eff. Time Speedup Eff. Time Speedup
1.19
44
4.20 1.05
31
5.96
1.04 126
3.88 0.97
76
6.40
1.05 268
4.00 1.00 164
6.56
1.09 691
4.14 1.03 385
7.44
1819
1013
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Eff.
0.74
0.80
0.82
0.93
-

Table 4.5: Test results for German’s cache coherence protocol
N
4
5
6

Sequential
number of BDD nodes
266k
2M
15M

Parallel
number of BDDs nodes
301k
2.4M
21M

BDD inc.
13%
20%
40%

Table 4.6: Number of B DD nodes for PETERSON’s
Peterson’s Mutual Exclusion Protocol [135]
This protocol uses both shared arrays and distributed shared variables. We proved
its mutual exclusion property. This is a particularly interesting examples, because
of the high number of shared variables (see subsubsection 4.1.4.2 for elaboration
on this point). Yet, we obtained significant speedup (see Table 4.7) for all cases
but for N = 4 on an 8-core machine, with rather small increment in the number
of B DD nodes (see Table 4.6).
4.1.4.2

Comments and Observations

Letting each thread have its own B DD store and distributing the B DD nodes among
the store resulted in only a slight increase in the total number of B DD nodes,
and at times accommodated larger instantiations than allowed by the sequential

N
4
5
6

Sequential
2 cores
Time
Time Speedup
0.7
0.7
1.00
6.1
4.5
1.35
123
63
1.95

Eff.
0.50
0.67
0.97

4 cores
Time Speedup Eff.
0.7
1.00
0.25
2.5
2.44
0.61
36
3.41
0.85

8 cores
Time Speedup Eff.
0.6
1.16
0.29
1.9
3.20
0.64
22.5
5.46
0.91

Table 4.7: Test results for PETERSON’s
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counterpart.
Roughly speaking, we believe that what is happening here has to do with “locality” – the more restricted a process is to its local environment, the less B DD
nodes and the faster runtime. In addition, the number of shared variables may
also play a role in the results:
In MUX - SEM, there are two shared variables (and no distributed shared variables), one that is finitary (as a matter of fact, boolean) and the other that takes on
values in the range [1..N ], thus there are O(log N ) shared variables with relatively
simple access. In SZYMANSKI there are no shared variables, but each process has
a finitary distributed shared variable. Thus, there are O(N ) shared variables, each
can be written by a single process and read by all. Indeed, the efficiency obtained
for this case is somewhat worse than that obtained for MUX - SEM. For German,
after we manipulated the processes, we obtained no sharing, and, consequently,
high efficiency.
PETERSON has the most complex structure of variables, each process has a
distributed shared variable that can have values in the range [1..N ], and there is a
shared array [1..N ] 7→ [0..N ]. In fact, the arrays are not stratified (see [8]). There
are O(N log N ) shared variables, however, a conclusion from our promising results is that the interaction among them is rather localized.
Another issue, mentioned in subsubsection 4.1.3.2, is that the multiple-store
implementation incurs costs due to replication and copying of B DD’s. We instrumented the code to measure speedup costs due to copying of B DD’s across
threads. The results for 8 cores are shown in Table 4.8. (The structure of GER MAN ’s protocol implies that there is no copying required.) From this table, it is
clear that the copying cost is low, but also that there is a strong correlation between
the copying cost and the efficiency of the parallel algorithm on a given protocol.
Thus, providing a way to do the broadcast without requiring copying of B DD’s
would further improve the performance of the parallel algorithm.

4.1.5

Related Work and Conclusions

We compare our approach with earlier work on partitioned BDD representations
and parallel model checking.
It is known that partitioned representation of the reachable states, and of transition relations, can significantly speed up a reachability computation. Examples
include (implicit) conjunctive partitioning of transition relations [26] and reachability sets [84], overlapping projections [72], approximate traversal [153, 28],
and OBDDs partitioned according to window functions [132]. These representa-
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N

Threads

Copy (sec)

Algorithm (sec)
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Total (sec)

Copy/Total

4.8
19.2
65
92

0.00
0.01
0.01
0.02

4.4
23.7
93
492

0.22
0.15
0.12
0.06

0.6
1.9
22.5

0.16
0.14
0.07

MUX - SEM :

512
1024
1536
2048

32
32
32
64

0
0.3
0.8
2.4

6
7
8
9

6
7
8
9

1.0
3.5
11.3
32

4
5
6

4
5
6

0.10
0.28
1.60

4.8
18.9
64.2
91.7
SZYMANSKI :

3.4
21
81.7
460
PETERSON ’s:
0.50
1.62
20.9

Table 4.8: Results showing copying time
tions, and others, have been used to split up the work of reachability in parallel
(distributed) algorithms [27, 75, 74], as well as in parallel (shared-memory) algorithms [87, 156, 157, 60].
A significant point of difference with these methods is that, instead of computing the exact set of reachable states, the local reasoning method computes an
over-approximation in the form of a split invariant. The form of the split invariant
requires “looser” connections between the B DDs in the split invariance vector—
the connections are, by definition, only on the portions of the B DDs which represent shared variables.
The Machine-by-Machine and Frame-By-Frame traversals and their variants
[31, 128] perform approximate reachability in a synchronous computation model.
The results of LMBM can be tighted by using overlapping projections [72]. In particular, the LMBM method in [128] has similarities to the split-invarianceV
computation. At each fixpoint step of LMBM, θi is updated using the image of ( k : θk )
by Ti , treating non-Pi variables as unconstrained. This is qualitatively weaker
than the steps (2) and (3) in Section Subsection 4.1.2, which account for interference by other processes. Of course, the underlying models differ; but applying
LMBM to an encoding of asynchronous computation in the synchronous model
would result in weaker results than split-invariance.
To the best of our knowledge, this work represents the first parallel model
checking method based on compositional reasoning. Intuitively, compositional

103

Chapter 4. Compositional Methoeds

reasoning has the advantage of more localized computation over non-compositional
reasoning. Moreover, the local reasoning algorithm can often succeed in proving
a property without computing the exact reachability set, and automated heuristics
can be applied for choosing the auxiliary variables necessary for completeness
[40, 41]. The locality of the computation makes it easier to parallelize, and results
in locality in B DD operations. The experiments justify this intuition by showing
significant speedup over an optimized sequential computation of split invariance.

In most cases, the memory overhead of our implementation is small. As explained in Subsection 4.1.4, this overhead is correlated with the size and the usage
of the shared variable space. The small overhead of the compositional approach
can be contrasted with the parallel (exact) symbolic reachability computation on
asynchronous programs in [60, 119], where the parallelized algorithms showed
excessive memory overhead, between 2 and 20 times the memory required by the
sequential algorithm.

Parallel versions of explicit-state model checking algorithms have been developed for the Murϕ and S PIN model checkers [163, 82, 83]. These algorithms
compute the exact reachability set (under partial-order reductions), and are different in that crucial respect from the local computations described here. When
cast in explicit-state terms, the split invariance calculation is precisely the “threadmodular” algorithm described by Flanagan and Qadeer in [64].

In terms of future work, several directions open up. One is to investigate
whether a single (thread-safe) B DD store can provide better performance than the
current multiple-store implementation. Another is to experiment with a distributedmemory implementation of this method. Yet another is to design parallel algorithms for computing split invariance with explicit state representations. We also
plan to incorporate the parallel algorithm into S PLIT [43].

4.2. A Dash of Fairness for Compositional Reasoning

4.2
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Ariel Cohen, Kedar S. Namjoshi and Yaniv Sa’ar
Abstract
Proofs of progress properties often require fairness assumptions.
Directly incorporating global fairness assumptions in a compositional
method is difficult, given the local flavor of such reasoning. We
present a fully automated local reasoning algorithm which handles
fairness assumptions through a process of iterative refinement. Refinement strengthens local proofs by the addition of auxiliary shared
variables which expose internal process state; it is needed as local
reasoning is inherently incomplete. Experiments demonstrate that the
new algorithm shows significant improvement over standard model
checking.

4.2.1

Introduction

Model checking is fundamentally constrained by state explosion [38]: for concurrent programs, the state space can grow exponentially with the number of processes. A promising approach to ameliorating state explosion is to decompose a
verification task so that the reasoning is as localized as possible. In this work, we
propose and evaluate a new algorithm which carries out compositional reasoning
for temporal properties which hold only under global fairness assumptions.
Fairness assumptions are often needed for proofs of progress properties. It
has long been understood how to incorporate fairness in standard model checking
[37, 58], but doing so is a challenge for compositional methods. The difficulty
is that fairness assumptions commonly refer to local state from a number of processes. For example, a common (strong) fairness constraint is that “for every
process: if the process is enabled infinitely often, it is infinitely often executed”.
As “enabledness” depends on local state, this assumption refers to the local state
of every process. Since compositional reasoning is based on a per-process view,
the presence of such global assumptions can be problematic.
3

Appeared in proceedings of the 22nd international conference on Computer Aided Verification
(CAV 2010).

105

Chapter 4. Compositional Methoeds

This work develops a new algorithm for compositional model checking with
fairness assumptions, which tackles this problem with a successive refinement
method. It also presents a new compositional proof rule for verification under
fairness. Moreover, the model checking algorithm can be instrumented to generate
a valid instantiation of the proof rule upon success.
The new algorithm is the continuation of a line of research on mechanizing
assertional (i.e., state-predicate based) compositional verification. The starting
point is an algorithm from [130] which computes the strongest split invariant.
A split invariant is a vector of interference-free, per-process invariants. (A set of
per-process invariants is free of interference [134, 115] if the action of one process
does not invalidate the invariant of another process.) The term “split invariant” is
used as the conjunction of the local invariants forms a inductive invariant for the
program as a whole. The strongest split invariant may be weaker than the set of
reachable states, and therefore not strong enough to prove a safety property. In
[40], we solve this problem by formulating an complete verification procedure
which strengthens the split invariant by discovering and adding auxiliary shared
variables to track local predicates. In [41], we use split invariance as the basis for a
new compositional algorithm for checking LTL properties. Experiments reported
in these papers show that assertional local reasoning can be significantly faster
than monolithic (i.e., non-compositional) model checking.
The local liveness method of [41] does not directly apply to fairness constraints. This is because the method is sound only for properties expressed over
shared variables. Incorporating fairness into the specification, through the identity
M |= AF air (Spec) ≡ M |= A(F air ⇒ Spec), results in a new specification
which names a number of local variables (due to F air). One can, of course, turn
all the local variables in F air into shared variables, but this defeats the purpose
of local reasoning.
The new algorithm gets around this difficulty by a process of iterative refinement. The fairness constraint is replaced with a weaker form, which depends
monotonically on the current split invariant, and is expressed over only the shared
variables. This allows using the compositional algorithm from [41], with slight
modifications. If verification succeeds with the weaker fairness assumption, the
property is proved. If not, a bogus counter-example is produced, and analyzed
to discover new local predicates which are then exposed as auxiliary shared variables. Exposing local state strengthens the split invariant in the next round of computation, which strengthens the abstracted fairness assumption by monotonicity.
This is repeated until a decisive result (either success or a real counter-example) is
obtained. The iterative process terminates—and is thus complete—for finite-state
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programs: eventually, enough of the local state is exposed to either prove a correct property or to disprove an incorrect one. Moreover, it is possible to disprove
a property without building up the entire state space.
The algorithm, being predicate-based, has a simple implementation using B DDs.
We carry out an evaluation with several parameterized protocols, where each instance of the protocol is finite-state. The experimental results show promise: the
compositional verification is faster in almost all cases, sometimes by one or two
orders of magnitude. Exposing a limited amount of local state suffices for both
proofs and disproofs of properties, validating the basic premise behind compositional reasoning.

4.2.2

Related Work

The question of handling fairness in compositional verification is a natural and
important one. The comprehensive book on compositional methods by de Roever
et. al. [49], however, does not mention a compositional proof rule directly incorporating fairness. Compositional proof rules for general LTL properties (e.g.,
[5, 126, 127, 131]) can handle fairness only by compiling it into the specification.
To the best of our knowledge, this is the first compositional algorithm and proof
rule to directly incorporate fairness.
The methods used here are assertional; i.e., they are based on computing state
predicates. The “thread-modular” reasoning method [64] computes a split invariant using explicit-state representations, but is limited to safety properties. An
alternative line of work on automated compositional reasoning is based on representing interface behavior, and is thus behavioral in nature. One instance of this
method uses the following complete proof rule: to show M1 //M2 |= Spec, find
an interface automaton A such that M1 |= A and M2 //A |= Spec. (Here, |=
is read as language inclusion.) The procedures developed in [68, 168] employ a
combination of model checking and finite-automaton learning via variants of the
L∗ method [7] to construct an appropriate automaton A. Standard learning algorithms compute automata on finite words, and hence can be used only for proofs of
safety properties. An algorithm is developed in [61] for learning a Büchi automaton, but it has not yet been applied to verification of progress properties. Although
an automaton is a powerful and compact representation object, current implementations of behavioral methods have difficulty showing a significant improvement
over non-compositional model checking [39].
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Background: Local Reasoning and Liveness Properties

This section defines the system model and split invariance, and gives a short summary of the method for local liveness checking. Part of this material is taken from
[130, 40, 41], and is repeated here for convenience.
A Note on Notation. Throughout the paper, we use notation based on that of
Dijkstra and Scholten [52]. Sets of program states are represented by first-order
formula on program variables. Existential quantification of formula ξ by a set
of variables X is written as (∃X : ξ). The notation [ξ] stands for “ξ is valid”.
The successor operation is denoted by sp (for strongest post-condition): sp(τ, ξ)
represents the set of states reachable from states satisfying ξ in one τ -transition.
The notation sp i (τ, ξ) is used for successors computed within the state space of
process Pi .
4.2.3.1

Model: Asynchronous, Shared-Memory Composition

A process is given by a tuple (V, I, T ), where V is a set of (typed) variables, I(V )
is a predicate over V defining an initial condition, and T (V, V 0 ) is a predicate
defining a transition condition, where V 0 is a fresh set of variables in 1-1 correspondence with V . The semantics of a process is given by a transition system in
the standard way.
The asynchronous composition of processes {Pi } is written as i Pi . For convenience, we suppose that there is a set of variables, X, called the shared variables, and sets of variables, {Li }, called the local variables, such that Vi = X ∪Li
for each i, and Li is disjoint from Lj , for i 6= j, and Li is also disjointSfrom X.
The components of the composition are defined as follows. Let V = i Vi and
V
S
I = i Ii . The set of local variables is L = i Li . Let T̂i = Ti (Vi , Vi0 ) ∧ (∀j : j 6=
V
i ⇒ pres(Lj )), where pres(W ) is short for w∈W (w0 = w). Thus, T̂i behaves
like Ti , but leaves local variables of other processes
unchanged. The transition
W
relation of the composition, T , is defined as i T̂i .
4.2.3.2

Split-Invariance: Definition and Calculation

Let P = k Pk be an N -process composition. For localized reasoning about invariance, the shape of invariance assertions is restricted to a conjunction of local (i.e., per-process) assertions. A local assertion is one that is based on the
variables of a single process. A split assertion is a vector of local assertions,
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1:

[initiality] θi includes all initial states of process
Pi . I.e., [(∃L \ Li : I) ⇒ θi ]

2:

[step] θi is closed under transitions of Pi . I.e.,
[sp i (Ti , θi ) ⇒ θi ]

3:

[non-interference] θi is closed under transitions
(interference) by processes other than Pi . I.e., for
all k different from i, [sp i (Tkθ ∧ pres(Li ), θi ) ⇒ θi ]



Listing 4.3: Split Invariance Conditions
θ = (θ1 , θ2 , . . . , θN ), one for each process, so that θi is defined on Vi (equivalently, on X and LV
i ). Split assertion θ is a split invariant if the conjunction of its
components, i.e., k θk , is an inductive invariant for the full program P . Splitinvariance can equivalently be defined as in Listing 4.3.
Definition 4.4 The notation Tkθ (X, X 0 ) denotes (∃Lk , L0k : Tk ∧ θk ). This is
a “summary transition”, representing the effect that a move of Pk from a state
satisfying its local invariant has on the shared variables.
These conditions are a simple instance of (syntactically circular) assume-guarantee
reasoning: θi is the invariance guarantee provided by process i, based on assumptions {θj : j 6= i} about the other processes. The constraints can be gathered into
the set of simultaneous implications: for each i,
[(∃L \ Li : I) ∨ sp i (Ti , θi ) ∨ ( ∨ k : k 6= i : sp i (Tkθ ∧ pres(Li ), θi )) ⇒ θi ] (4.1)
Theorem 4.1 (Namjoshi [130])
The simultaneous least fixpoint of Equ. 4.1 exists by the Knaster-Tarski fixpoint
theorem. This defines the strongest split invariant.
4.2.3.3

Incompleteness and Auxiliary Variables

Local reasoning is inherently incomplete. This is illustrated by the mutual exclusion protocol from Fig. 4.1. The strongest split invariant for 2 processes is
(true, true), which is too weak to prove mutual exclusion. A general mechanism
for overcoming incompleteness, proposed by Owicki-Gries and Lamport [115], is
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x : boolean initially x = 1


loop
 forever do 
 l0 : Non-Critical 
N




k P [i] ::
  l1 : request x 
  l2 : Critical

i=1
l3 : release x
Figure 4.1:

MUX - SEM

last : 0..N initially last = 0
x : boolean initially x = 1


loop
 forever do

 l0 : Non-Critical

N




k P [i] ::
  l1 : hrequest x; last := ii
  l2 : Critical

i=1
l3 : release x
Figure 4.2:

MUX - SEM

with auxiliary variable

to add auxiliary shared variables which expose portions of the local state or execution history. In Fig. 4.2, an auxiliary variable records the last process to enter the
critical section. The strongest split invariant for the augmented protocol is given
by θi ≡ (l2 (i) ≡ (x = 0) ∧ (last = i)), which suffices to prove mutual
exclusion as [θi ∧ θj ∧ (i 6= j) ⇒ ¬(l2 (i) ∧ l2 (j))]. The discovery of auxiliary
predicates can be effectively automated [40].
4.2.3.4

Local Verification of Liveness Properties

Owicki and Gries also developed compositional proof rules for termination. In
[41], a related proof rule is turned into a compositional algorithm for checking
general linear-time temporal properties. This “local liveness” method, referred to
subsequently as the LL algorithm, is shown in Listing 4.4. We give a sketch of its
soundness proof, as this is important for the extension to fairness. The LL algorithm requires that the LTL property is expressed by shared variables. With this
method, one can show that the property “infinitely often (x = 0)” holds for the
protocol in Fig. 4.1—i.e., that some process is in the critical section infinitely often. Starvation freedom, however, holds only under a strong fairness assumption,
and its compositional proof requires the new method.
Theorem 4.2 (Cohen-Namjoshi [41])
The LL method is sound.

Proof Sketch:
The soundness proof shows the following: if a property does not hold, any global
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Algorithm Local Liveness (LL)
1: Compute the strongest split invariant, θ
2:

For each i: build an abstract form of process i,
called Piθ , with initial states given by (∃L \ Li : I),
and two kinds of transitions:
• the transition Ti of process i, and
• summary transitions Tjθ (see Def. 4.4) for all other
processes Pj (j 6= i)

3:

Form a Büchi automaton for the negated specification.
For each i, form the synchronous product of this
automaton with Piθ and check that there is no
computation where infinitely often there is a process
i transition from a Büchi accepting state

4:

Declare success if the check succeeds for each
abstract process



Listing 4.4: Algoritm Local Liveness (LL)
counter-example can be projected to a counter-example for some abstract process. Let σ be a global counter-example. Then (1) each state of σ must satisfy
the split invariant and (2) the Büchi automaton must accept infinitely often along
σ. As there is a fixed number of processes, by (2), there is a process, say Pi ,
whose transition is executed infinitely often from a Büchi accepting state along
σ. Consider the abstract process Piθ formed out of Pi . The computation σ can be
projected, transition-by-transition, to an execution of Piθ . A transition by process
Pi is kept as is; a transition by another process, say Pk , is replaced by its summary
transition, Tkθ (detailed proof is in [41]). Any summary transition preserves the
change to shared variables made by the original; hence, the sequence of sharedvariable values is identical in the original and the projected computations. As the
automaton checks properties defined only over shared variables, its accepting run
carries over to the projected computation. In the projected computation, there are
infinitely many positions where there is a transition by Pi from an accepting automaton state. Hence, the check in Step 3 fails for process Piθ .
t
u
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Fairness

We describe the modifications necessary to incorporate fairness assumptions into
the local liveness method. We begin with a simple but useful kind of fairness,
called unconditional fairness.
4.2.4.1

Unconditional Fairness

This fairness notion is a foundational concept in the U NITY programming language and proof system [29], and it suffices for many interesting distributed protocols. Under unconditional fairness, every process is scheduled infinitely often in
an infinite computation. The statement uses “scheduled” rather than “executed”—
a process may be scheduled but do nothing (i.e., behave as skip) because its transition is not enabled. To analyze a protocol under unconditional fairness, Step 3
of the local liveness method is modified to check that, for each Piθ , there is no unconditionally fair computation where infinitely often there is a process i transition
from a Büchi accepting state.
Theorem 4.3
The LL method modified for unconditional fairness is sound.
Proof Sketch:
The proof sketch for Theorem 4.2 shows that the sequence of process identifiers
associated with the transitions is identical in the original and the projected computations. As the original error computation is unconditionally fair by assumption,
the projected error computation must also be unconditionally fair. This argument
shows that the modified check is sound.
t
u

4.2.4.2

Strong Fairness

The strong fairness algorithm is based on iterated refinement. The idea is to start
with a weakened form of the strong fairness assumption, and use the refinement
mechanism which adds auxiliary variables to strengthen this assumption with each
iteration, until a conclusive result is obtained. To keep the notation
simple, we
V
consider a common form of strong fairness, given as Φ ≡ ( i : F G pi ∨
G F qi ), where pi and qi are assertions over the variables of process Pi . Recall
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that the proof of soundness of the local liveness method projects a global counterexample, σ, on to a local computation of abstract process Pkθ , for some k. In the
presence of fairness, there are two key properties of σ:
V
1. Every state on σ satisfies i θi , as θ is a split invariant, and
2. σ satisfies the fairness assumption Φ
Taken together, this implies—crucially—that
σ must also satisfy the stronger fairV
ness assertion, Φ∗ , given by ( i : F G(θi ∧ pi ) ∨ G F(θi ∧ qi )). The fact
that Φ∗ is stronger than Φ for any θ follows from the monotonicity of G and F.
∗
The fact
V that Φ holds for σ follows by the first property: as every state on σ satisfies ( j : θj ), assertions F G(θi ∧ pi ) and F G pi are equivalent on σ, as are
assertions G F(θi ∧ qi ) and G F qi .
The abstract fairness property is formed by quantifying out local variables
from Φ∗ , as follows.
^

θ
Φ =
i : F G(∃Li : θi ∧ pi ) ∨ G F(∃Li : θi ∧ qi )
Subsequently, we refer to the term (∃Li : θi ∧ pi ) as pθi and to (∃Li : θi ∧ qi )
as qiθ . The transformed fairness property is weaker than Φ∗ , but not necessarily
weaker than Φ, and it is defined over the shared variables only.
It is important that Φθ depends on θ, and does so in a monotonic manner. This
enables refinement: as the split invariant is strengthened by adding auxiliary variables, the abstract fairness assumption also becomes stronger. The new method is
shown in Listing 4.5; other than a modified check at Step 3, it is identical to the
LL method from Listing 4.4.
Theorem 4.4
The FLL method is sound.
Proof:
This proof is an extension of the proof of Theorem 4.2. Consider a global counterexample σ which is fair according to Φ. By the proof of Theorem 4.2, the projection of σ on Piθ satisfies the second part of the condition of Step 3: i.e., infinitely
often there is a process i transition from a Büchi accepting state. It remains to be
shown that the projected computation also satisfies Φθ .
As σ is a counter-example based on the fairness assumption, it satisfies Φ;
as it is a program computation, it satisfies the split invariant, θ. Hence, by the
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Algoritm Fair Local Liveness (FLL)
1: Compute the strongest split invariant, θ
2:

For each i: build an abstract form of process i,
Piθ , as defined in Listing 4.4

3:

Form a Büchi automaton for the negated specification.
For each i, form the synchronous product of this
automaton with Piθ and check that there is no
computation which is strongly fair according to Φθ
and on which infinitely often there is a process i
transition from a Buchi accepting state

4:

Declare success if the check succeeds for each
abstract process



Listing 4.5: Algoritm Fair Local Liveness (FLL)
reasoning above, it satisfies Φ∗ and therefore the weaker property Φθ . As Φθ is a
property over shared state only, and the sequence of values for shared variables is
preserved by the projection, Φθ holds also of the projected computation.
t
u

Remark. Our implementation uses a stronger abstraction of the fairness property. In Step 3 of the FLL algorithm, instead of the uniform assumption Φθ , the
implementation uses a fairness assumption for Piθ where all terms from Φ are abstracted relative to θ as described above, except the term (F G pi ∨ G F qi ),
which is used as is, since it refers only to variables of process Pi .
4.2.4.3

FLL Algorithm Variant

The basic FLL algorithm can be varied by changing Steps (2)-(4) as follows. The
new combination checks whether for some i, the abstract process Piθ satisfies the
specification, assuming strong fairness according to Φθ . We call this algorithm
the B-variant of the FLL algorithm; the original is called the A-variant. Note
that the correctness condition in FLL (B) is stricter than that for FLL (A); on
the other hand, it suffices that one of the abstract processes satisfies the test. The
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justification is based on a proof similar to that of Theorem 4.4: if a global counterexample exists, its projection in Piθ fails the FLL (B) requirement, for every i. The
contra-positive shows that it suffices for some i to satisfy the FLL (B) requirement
for the program to be correct.
The two algorithms offer a trade-off. Due to the weaker correctness condition
of FLL (A), this algorithm may prove correctness while FLL (B) does not, leading
to extra refinements in the B-variant. On the other hand, for FLL (B), it suffices to
check a single, fixed process (say, P0θ ); this is potentially faster for programs with
a large number of components.

4.2.4.4

Refinement for Fairness

As local reasoning is approximate, it is possible for the FLL method to fail even
though the property is true of the whole program. One can analyze the failure,
though, to suggest auxiliary Boolean variables which expose local state predicates,
as shown in Listing 4.6, which extends the refinement procedure used for the LL
method.
Step 1 is the refinement step for LL. Recall that a transition of σ in Piθ by a
process Pk other than Pi can modify only the shared variables. A change of shared
state from X = a to X 0 = b is considered a MUST transition if this change is
possible no matter what the local state of process Pk may be, so long as it is consistent with θk . The predicate m(Lk ) ≡ θk (a, Lk ) ∧ ¬(∃L0k : Tk (a, Lk , b, L0k ))
expresses this succinctly: the transition from X = a to X 0 = b is a MUST transition if, and only if, m is unsatisfiable. If m is satisfiable, it is “exposed” by adding
an auxiliary shared variable xm . The constraint x0m ≡ m(L0k ) is added to the
transition relation of Pk , and the constraint x0m ≡ xm to that for all other processes. Together with the initialization of xm to m(Lk ), these constraints maintain
the global invariant (xm ≡ m).
Regarding Step 2, if each summary transition in σ is a MUST transition, it is
possible to inductively construct a global computation δ which matches σ. The
initial values for the local variables for processes other than Pi can be chosen arbitrarily, consistent with the initial condition. Inductively, the MUST property
guarantees that a concrete transition can be found for each process making a summary move such that the change to the shared state is preserved. Although σ
satisfies Φθ , it need not be the case that δ satisfies Φ. If Φ fails to hold on the
computed δ (Step 3), the proof of Theorem 4.6 shows how a new predicate can be
derived by analyzing this failure.
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Refinement for Fair Local Liveness
1: Check if every summary transition in the abstract
counter-example σ is a MUST transition for the
process which makes it. If not, expose a local
predicate for the MUST condition, as defined in
[41] for the LL method, and REPEAT the full
verification.
2:

Inductively construct a global computation δ which
matches σ

3:

Check if δ satisfies the original fairness condition,
Φ. If so, HALT with δ as the valid global
counter-example

4:

Use a fairness term (F G pj ∨ G F qj ) which is not
satisfied by δ to discover and expose a local
predicate, and REPEAT full verification



Listing 4.6: Refinement for the FLL method, given a counter-example σ in the
abstract process Piθ
Theorem 4.5 (Soundness for failures)
If the FLL refinement procedure halts with failure, the trace is a valid counterexample under strong fairness.
Proof:
Follows from the reasoning given for Steps 2 and 3.
t
u
Theorem 4.6 (Finitary Completeness)
The FLL procedure with refinement terminates for finite-state programs.
Proof:
It suffices to show that a new predicate—one that is not a Boolean combination
of existing predicates—is added at each refinement step. Termination follows, as
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there is a finite number of distinct predicates. Theorem 4.4 and Theorem 4.5 show
that each termination outcome is correct; thus, the method is complete. For Step
1, the fact that a new predicate is added was shown for the LL method in [41]. For
the predicate added at Step 4, it can be shown as follows.
If the check at Step 3 fails, there is a term, (F G pj ∨ G F qj ), for some
j, which fails to hold for δ. Thus, from some point on, all states on δ fail qj ,
and infinitely often, there is a state failing pj . Depending on which sub-term is
used to satisfy (F G pθj ∨ G F qjθ ) on σ, there is a state s that is on σ and its
corresponding state t on δ such that either (i) s satisfies pθj and t does not satisfy
pj or (ii) s satisfies qjθ while t does not satisfy qj .
Consider the first case, the proof of the second is similar. By the definition of
θ
pj as (∃Lj : θj ∧ pj ), there is a valuation c for Lj such that for u = (s(X), c) it
is the case that θj (u) and pj (u) both hold. On the other hand, while θj (t) holds
by the invariance of θ for the concrete computation δ, pj (t) does not hold by the
assumption. By the correspondence of s and t, states u and t differ only on the
valuation of Lj . Let q be a predicate expressing this difference (e.g., q(Lj ) =
(Lj = c)). We have to show that q is a new predicate; i.e., it cannot be expressed
as a function of the already exposed predicates.
A property of the split invariant, which can be shown by induction, is that
[θj ⇒ (xm ≡ m)] for each shared refinement variable xm that is added for
a predicate m exposed for process Pj . As u and t agree on all shared variables,
including refinement variables, and as both satisfy θj , it follows that all prior predicates exposed for Pj have identical values on u and t. As this is not true for q, it
cannot be expressed as a function of the already exposed predicates.
t
u

4.2.4.5

Weak and Generalized Fairness

Weak Fairness, also called “justice”, has the normal form G F p (“infinitely often p”). It is often used to express the constraint that a continuously enabled
transition cannot be forever ignored; i.e., F G enabled ⇒ G F executed. As
its normal form is a special case of strong fairness, the algorithm developed for
strong fairness
can be applied to it. Thus, the common weak fairness specification
V
Φ ≡ ( i : G F pi ), V
where pi is an assertion over the variables of process Pi ,
is abstracted to Φθ ≡ ( i : G F(∃Li : θi ∧ pi )) for use in the FLL algorithm.
Emerson and Lei consider a general fairness criterion in [57], which is a disjunction of strong fairness conditions. This can be handled by abstracting each
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Example

Property

N

JTLV
S PLIT (A)
S PLIT (B)
Nodes Time Ref. Nodes Time Ref. Nodes Time
1 BAKERY no-starvation 3
300K
0.3
2
1.2M 2.5
2 0.9M 1.5
– Valid –
4
11.6M
93
2 14.6M 52
2 7.4M 17.4
2 MUX - SEM no-starvation 5
58K
0.2
1
48K
0.3
1
44K 0.3
– Invalid – 10
21M
24
2
371K 1.1
2 330K 1
20 over 20 minutes 2
2.1M
9
2 1.9M 8.3

Table 4.9: Experimental results when assuming only unconditional fairness
disjunct separately and re-forming the disjunction.
V For simplicity, the development of the algorithm considered fairness assertions
( i : F G pi ∨ G F qi ) where pi and qi are expressed in terms of the variables
of process Pi . In a more general setting, these predicates may be expressed over
the local state of more than one process. The analysis method extends easily, with
each predicate being abstracted by quantifying out the
V relevant local variables.
θ
Thus, the general abstraction function is p ≡ (∃L : ( i : θi ) ∧ p).

4.2.5

Experimental Results

We implemented our method as part of S PLIT [43] – a compositional LTL verifier,
and tested it on several parameterized examples which require fairness assumptions. We also compared it with the LTL model checker implemented on top of
JTLV [148], and with the model checker N U SMV [33]. The latter, however, is
optimized for verifying synchronous systems and even after disabling the conjunctive partitioning the results obtained by it were considerably inferior to those
obtained by JTLV and S PLIT. We therefore do not include in this paper the results obtained by N U SMV. The experiments were conducted on a Intel Core 2
Duo 2.4 GHz with 4 GB RAM running 64-bit Linux. Both S PLIT and JTLV were
configured to use the CUDD B DD library.
We set a timeout of 20 minutes for the experiments.
The experiments test the method on a number of well-known parameterized
protocols. These protocols form a good set of benchmarks: they represent succinct models of standard synchronization patterns found in concurrent software;
their characteristics (e.g., proof structure and complexity) are well known, making
comparisons with other methods easy for the reader. While the descriptions are
short, standard model checking is by no means proportionally easy, as shown by
the time-outs in experiments. Both variants (A and B) of the FLL compositional
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Example

Property

N

3 MUX - SEM no-starvation 5
– Valid –
10
20
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JTLV
S PLIT (A)
S PLIT (B)
Nodes Time Ref. Nodes Time Ref. Nodes Time
24K
0
1
61K 0.2
1
38K 0.2
1.2M
3.8
1 259K 0.7
1 142K 0.5
over 20 minutes 1 1.2M
3
1 697K 1.5

Table 4.10: Experimental results when assuming only strong fairness only over
P[0]
algorithm are examined. In our experiments, variant B has the better performance.
As mentioned in subsubsection 4.2.4.1, unconditional fairness is sufficient to
guarantee various properties in selected protocols. For example, in algorithm
BAKERY [114] ensuring individual starvation-freedom, i.e., ∀i : G(wait(i) ⇒
F crit(i)), does not require to assume any weak or strong fairness conditions. For
other protocols, such as MUX - SEM, the same property is not valid when assuming only unconditional fairness, and both JTLV and S PLIT generate valid counter
examples when attempting to verify it. The results for checking the eventual access property of P [1] for the two protocols are provided in Table 4.12. Note that
since the property should be over global variables, the location variable of P [1]
was exposed to all processes. “N” is the number of processes, “Nodes” is the peak
number of B DD nodes generated, “Time” is the run time in seconds, and ”Ref.”
is number of refinements had to be executed by S PLIT. For both examples the
run-times are better for S PLIT; for MUX - SEM, where counter examples had to be
constructed, they are better by several orders of magnitude. Both S PLIT and JTLV
required more than 20 minutes for verifying BAKERY for N = 5.
Assuming the strong fairness G F(P [1].at loc1 ∧ x) ⇒ G F P [1].at loc2
only for P [1] is sufficient to prove the correctness of G(wait(1) ⇒ F crit(1))
for MUX - SEM. Both model checkers indeed validated the property under this
condition and the results are provided in Table 4.10; they are again in favor of our
method by a few orders of magnitude.
Most interesting and challenging test cases with respect to fairness are those
that require to assume weak or strong fairness conditions for all the processes.
The first such example is DINING - PHIL (a simple solution to the dining philosophers problem using semaphores), presented in Fig. 4.3. The eventual access
property is valid only when assuming that
G F(P [i].at loc1 ∧ f [i]) ⇒ G F P [i].at loc2 and G F(P [i].at loc2 ∧
f [i ⊕N 1]) ⇒ G F P [i].at loc3 for 1 < i ≤ N and assuming the symmetric
conditions for i = 1. Namely, for each philosopher, if she can (enabled) infinitely
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f : array [0..N ] of boolean initially f = 1



loop
forever
do


 `0 : Non-Critical 




  `1 : request f [2] 

 


  `2 : request f [1]  N

P [1] :: 
 P [i] ::
  `3 : Critical

 i=2
 


  `4 : release f [1] 




`5 : release f [2]


loop
forever
do



`0 : Non-Critical

 `1 : request f [i]



 `2 : request f [i ⊕N 1] 


 `3 : Critical



 `4 : release f [i ⊕N 1] 

`5 : release f [i]

Figure 4.3: Program DINING - PHIL: the dining philosophers
Example

Property

N

JTLV
S PLIT (A)
S PLIT (B)
Nodes Time Ref. Nodes Time Ref. Nodes Time
4 DINING- no-starvation 8
3M
13
0 1.9M
4
0 1.2M 1.8
PHIL
– Valid –
9
9.1M
63
0 4.1M 8.6
0 2.4M 4.3
10
25M
421
0 8.6M 18
0 5.3M 9.9
5
COND termination 4
91K
0.4
3 389K 1
2 299K 0.8
TERM
– Valid –
6
537K
1.6
3 2.1M 6.7
2 1.6M 5.1
8
4M
10
3 19M 101
2 11M 75.4
6 MUX - SEM- no-starvation 8
262K
0.6
1 172K 0.5
1
96K 0.4
NON - DET
– Valid –
12 5.3M
32.6
1 393K 1
1 210K 0.5
16 over 20 minutes 1 720K 1.8
1 385K 0.9

Table 4.11: Results for properties that require to assume general fairness over all
processes
often pick the first fork and subsequently pick the second fork then she should eat
Spaghetti infinitely often. Example 4 in Table 4.11 presents the run-time results
for verifying this example, that are again in favor of our method.
The second example is proving termination of COND - TERM. The protocol is
presented in Fig. 4.4. A process terminates only if the strong fairness condition
G F P [i].at l3 ⇒ G F false is assumed over all processes. This condition
permits only computations where y is increased a finite number of times. We
verified the termination of COND - TERM for M = 15. The results are provided
as example 5 in Table 4.11. This time they are in favor of the monolithic model
checking as S PLIT requires a number of refinements to prove the property.
The last example that requires to assume general fairness over all the processes

4.2. A Dash of Fairness for Compositional Reasoning
y : 0..M where y = M

l0 : while
y 6= 0 do



l2 : y := y − 1
N

 or

k P [i] :: 
 l1 :

i=1
l3 : y := min(y + 1, M )
: l4
Figure 4.4:
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COND - TERM

x : boolean where x = 1

loop

 forever do

l
:
Non-Critical
N
0



k P [i] :: 
  l1 : request x



i=1
l2 : hCritical; await (false) or skipi
l3 : release x








Figure 4.5: MUX - SEM - NON - DET: mutual exclusion with a non-deterministic stay
in critical section
is

MUX - SEM - NON - DET ,

presented in Fig. 4.5. This example is a variation of
MUX - SEM that allows each of the processes to stay non-deterministically, possibly
forever, in V
the critical section. Thus, G(wait(1) ⇒ F crit(1)) is valid only when
assuming i : G F P [i].at l2 ⇒ G F P [i].at l3 . Namely, for each process,
if it can (enabled) infinitely often leave the critical section then it should leave it
infinitely often. Example 6 in Table 4.11 presents the run-time results for verifying
this example, that are again in favor of our method.

4.2.6

Deductive Compositional Proofs under Fairness

The LL method was derived in [41] from a proof rule for verifying linear-time
properties expressed by a Büchi automaton for their negation. That proof rule
has two parts: the first part expresses that θ is a split invariant, while the second
part shows that a Büchi accepting state occurs only finitely often on any joint
computation of the program and the automaton, using rank functions which are
local to each process.
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1:

Find a vector of local assertions, θ = (θ1 , . . . , θN ),
which meets the split invariance conditions from
Listing 4.3

2:

Form a fairness assertion, Ξ, out of the abstract
assertions in Φθ and the acceptance condition of the
Büchi automaton for the negated property. For each i,
instantiate the strong fairness proof rule of [147]
for the synchronous composition of the automaton and
the abstract process Piθ , with the fairness assertion
Ξ and specification G(true ⇒ F false)



Listing 4.7: Local Proof Rule for LTL properties
This structure can be modified to accommodate fairness, as shown in Listing 4.7. The proof rule of [147] is used with the conclusion being false. A valid
proof shows the absence of any joint computation which is fair and is an accepting Büchi automaton run. All assertions and rank functions are local by definition.
Moreover, as shown in [147], one can generate these components by instrumenting the model checking algorithms used in FLL.

4.2.7

Conclusions and Future Work

The algorithm presented here enables fully automated and compositional verification of progress properties under fairness and is, we believe, the first algorithm
to do so. It deals with the main difficulty, that of handling the global nature of
fairness, by a process of refinement: the fairness assumption is initially weakened relative to a split invariant, and is then strengthened in subsequent iterations
until a decisive result is obtained. The algorithm has a simple implementation.
Experiments with several parameterized protocols show a clear advantage for the
compositional method over the standard non-compositional one.
One aspect that merits further exploration is the choice of counter-example
trace for refinement; currently, the algorithm uses whichever trace is provided by
the model checking procedure. It would help, for instance, if the trace generation is biased to generate a trace which satisfies as many MUST requirements as
possible.
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SPLIT: A Compositional LTL Verifier4
Ariel Cohen, Kedar S. Namjoshi and Yaniv Sa’ar
Abstract
This paper describes S PLIT, a compositional verifier for safety
and general LTL properties of shared-variable, multi-threaded programs. The foundation is a computation of compact local invariants,
one for each process, which are used for constructing a proof for the
property. An automatic refinement procedure gradually exposes more
local information, until a decisive result (proof/disproof) is obtained.

4.3.1

Introduction

Standard model checking algorithms prove safety properties through a reachability computation, computing an inductive assertion (the reachable states) that is
defined over the full state vector. They often suffer from the state explosion problem [38]; for concurrent programs, this is manifested as an exponential growth of
the state space with increasing number of components.
S PLIT is a new tool for the verification of shared-variable, asynchronous concurrent programs, which ameliorates state explosion through assertional (i.e., statebased) compositional reasoning, based on the classical Owicki-Gries method [134].
The foundation is a construction of a vector of local (i.e., per-process) inductive
invariants, θ = (θ1 , θ2 , . . . , θN ). The invariants are mutually interference-free—
i.e., a move by one process does not violate the local invariant of another.
V Such a
vector is called a split-invariant, as the conjunction of its components, ( i θi ), is
always a globally inductive invariant. Locality is enforced by syntactically limiting each process assertion to the variables visible to that process—i.e., the globally
shared and process-local variables.
S PLIT implements a number of algorithms; together, they result in a fully
automatic compositional model checker for general LTL properties.
1. A simultaneous least fixpoint algorithm [130], which computes the strongest
split invariant vector (A split invariant is usually weaker than the set of
reachable states.)
4

Appeared in proceedings of the 22nd international conference on Computer Aided Verification
(CAV 2010).
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Figure 4.6: The architecture of S PLIT.
2. A safety refinement method [40], which achieves completeness by gradually
“exposing” local predicates (i.e., encoding them as shared variables)
3. A compositional algorithm which verifies arbitrary LTL properties [41],
based on a split invariance computation and a counter-example based refinement scheme
4. A recently developed compositional algorithm [42], for the verification of
progress properties under general fairness assumptions
Experimental results support the hypothesis that local reasoning allows verifying significantly larger systems without running into state explosion, and can
result in order-of-magnitude improvements in run-time over monolithic model
checking. It is interesting that basic local reasoning suffices for the proofs for
many protocols, without a need for refinement. In many other cases, a proof/disproof is obtained by exposing a limited amount of local state, validating the basic
argument for compositional verification. S PLIT has been used to verify protocols
for cache coherence and mutual exclusion. To the best of our knowledge, this is
the first tool to implement a fully automated compositional method for both safety
and liveness properties.

4.3.2

Architecture and Selected Features

S PLIT is built using JTLV [148] – a B DD-based framework for developing temporal verification algorithms. Fig. 4.6 sketches the architecture of S PLIT. It takes
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three inputs: an SMV [125] program, an LTL specification, and a configuration.
The main part of S PLIT is built up from three components: a unit that generates
the split invariant, a verifier for LTL properties, and a unit to compute refinements.
Verification is implemented differently for safety and liveness properties. For a
safety property, the algorithm (from [130, 40]) first checks if the split invariant implies the property. If it does, then the property is valid; otherwise, the refinement
unit heuristically selects local predicates and “exposes” them. (A local predicate
p is exposed by adding an auxiliary shared variable, say xp , in such a manner that
the invariant (xp ≡ p) is maintained.) Exposing local state strengthens the split
invariant in the next iteration; the process is repeated until the property is proved
or no additional refinements can be performed. In the latter case, S PLIT generates
a valid counter-example trace.
For a liveness property, the algorithm (from [41, 42]) uses the computed split
invariant to construct abstract forms of each process. It checks if the liveness
property is satisfied by all abstract processes, using a standard LTL checker from
JTLV . If all checks succeed, the property is valid; otherwise, a counter example
trace is extracted. If the trace is spurious, it is used by a refinement procedure
to expose local predicates. This process is repeated until either the property is
proved or a valid counter-example trace is found.
The user interface for S PLIT allows the user to expose local variables, which
can help reduce the number of refinement steps. The counter-examples produced are augmented with refinement predicates that express the changes to the
state. S PLIT is implemented in about 9000 lines of Java, of which at least half
is for the user interface. It relies on standard B DD libraries written in C and
Java. More information, including a collection of examples, can be found at
http://split.ysaar.net/.

4.3.3

Experimental Results

We have used S PLIT to verify safety and liveness properties for a number of multithreaded protocols for mutual exclusion and cache coherence. Table 4.12 presents
characteristic results of comparing S PLIT with the (monolithic) LTL model checker
in JTLV. Both were configured to use the CUDD B DD library. In the table, “N ”
is the number of processes, “Nodes” is the peak number of B DD nodes generated,
and “Time” is the runtime in seconds.
In nearly all cases (SZYMANSKI being the exception) S PLIT obtained better
run-times, sometimes showing as much as one or two orders of magnitude improvement. Improvement in memory consumption, which is proportional to the
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Example

SEMAPHORE

(+ COUNT )
PETERSON ’s
BAKERY
SZYMANSKI
SEMAPHORE
BAKERY
DINING - PHIL

Property
mutual exclusion
– valid –
mutual exclusion
– valid –
mutual exclusion
– valid –
mutual exclusion
– valid –
individual starvation-freedom
– Counter example –
individual starvation-freedom
– Valid –
individual starvation-freedom
– Valid –

N

JTLV

10
12
5
6
7
8
3
4
10
20
3
4
9
10

Nodes Time
1.2M
10.4
1.8M
440
6.9M
16
91M
509
2.9M
65
11M
844
68k
0.1
395k
0.6
21M
24
over 20 minutes
300k
0.3
11.6M
93
9.1M
63
25M
421

S PLIT
Nodes Time
160k
0.3
252k
0.5
3.7M
8.1
43.8M
172
7.8M
20
27M
97
788k
2.4
3.8M
10
371k
1.1
2.1M
9
1.2M
2.5
14.6M
52
4.1M
8.6
8.6M
18

Table 4.12: Characteristic experimental results. (More results are on the tool web
page.)
number of peak B DD nodes, is not as clear-cut: for BAKERY, for which it obtains
better run-times, S PLIT requires more memory. S PLIT was also able to verify
much larger systems than the monolithic model checker; for instance, it proves
SEMAPHORE for N = 64 where JTLV ran out of memory already for N = 24.
The performance of N U SMV [33] on most of these examples was inferior to
that of JTLV and S PLIT even after disabling the conjunctive partitioning. This
appears to be because N U SMV is optimized for verifying synchronous systems
and we therefore do not include the results obtained by it.

4.3.4

Related Work and Conclusions

S PLIT mechanizes assertional (i.e., state-predicate based) compositional reasoning in the style of the seminal Owicki-Gries proof method. Thread-modular reasoning [64] computes the strongest split invariant with an explicit-state algorithm,
but it does not include a refinement step and is therefore incomplete.
An alternative automated compositional method is based on behavioral (i.e.,
path-based) reasoning, and uses automaton learning algorithms [68, 67]. Experimental results with this method have been mixed [39]: in many cases, monolithic
verification is faster; mostly due to exponential (on the number of variables) al-
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phabet complexity, and partly due to aiming for a deterministic representation of
the assumption. Assertional reasoning has a simple implementation, even for the
analysis of general LTL properties, and the experiments with S PLIT show a clear
advantage over monolithic verification on a number of protocols.
There are several potential improvements and extensions being investigated in
current work. One focus is on coupling counter-example generation with refinement; the current implementation uses whichever trace is provided by the JTLV
model checker. Another focus is on parallel and distributed implementations [45],
as the compositional reasoning calculations can be easily parallelized.
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Chapter 5
Miscellaneous Developments
In this chapter we describe other research projects that did not find their way into
the main part of this dissertation. Section 5.1 discusses the framework of shape
analysis, and presents JTLV procedures to support its automation. Section 5.2 continues the development of AspectLTL discussed in Section 3.2 and presents support for two-way traceability and conflict debugging of programs. The traceability
is implemented with a set of symbolic queries and the debugging is based on a solution to Rabin game (the negation of GR (1) specification), both are supported
with a JTLV-based application. Finally, Section 5.3 presents a slightly different
approach in which we tackle the treatment of compassion requirements inherently
by introducing a new deductive rule, rather than a mechanical solution.

5.1

Verification of Multi-Linked Heaps [12]

This work is based on research reported in [13, 15].
The goal of shape analysis is to analyze properties of programs that perform
destructive updating on dynamically allocated storage (heaps) [91]. Programs
manipulating heap structures can be viewed as parameterized in the number of
heap nodes, or, alternatively, the memory size.
This work presents an approach for shape analysis based on predicate abstraction that allows for analysis of functional properties such as safety and liveness.
The abstraction used does not require any abstract representation of the heap nodes
(e.g. abstract shapes), but rather, requires only reachability relations between the
program variables.
States are abstracted using a predicate base that contains reachability relations
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among program variables pointing into the heap. The computation of the abstract
states and transition relation is precise, automatic, and does not require the use of
a theorem prover. Rather, we use a small model theorem to identify a truncated
(small) finite-state version of the program whose abstraction is identical to the
abstraction of the unbounded-heap version of the same program. The abstraction
of the finite-state version is then computed by B DD techniques with a JTLV-based
implementation.
For proving liveness properties, the original system is augmented by a wellfounded ranking function, which is then abstracted together with the system.
Well-foundedness is abstracted into strong fairness (compassion). This work
demonstrates the power of the ranking abstraction method and its advantages over
direct use of ranking functions in a deductive verification of the same property,
independent of its application to shape-analysis examples. This work also illustrates how various predicate abstractions can be used to establish various safety
properties, and how, for each program, one of the abstractions can be augmented
with a progress monitor to establish termination.
The work starts by introducing single-parent heaps, which are finite heap systems specialized for representing trees and lists. We propose a framework for
shape analysis of single-parent heaps based on a small model property of a restricted class of first order assertions with transitive closure. Extending this framework to allow for heaps with multiple links per node entails extending the assertional language and proving a stronger small model property. At this point, it is
not clear whether such a language extension is decidable (see [73, 86] for relevant
results).
This work deals with verification of programs on multi-linked heaps that consist only of trees of bounded arity, which perform destructive updates of heaps.
We bypass the need to handle trees directly by transforming heaps consisting of
multiple trees into single-parent heaps that are structures consisting of singlylinked lists (possibly with shared suffixes). This is accomplished by “reversing”
the parent-to-child edges of the trees populating the heap, as well as associating
scalar data with nodes. Fig. 5.1(a) and Fig. 5.1(b) together demonstrate the transformation of a multi-linked heap that consists of a binary tree to its single-parent
counterpart. In the latter graph, edges are directed from children to parents, and
each child is annotated with boolean information denoting whether it is a left or
right child.
Verification of temporal properties of multi-linked heap systems can be performed as follows: Given a multi-linked system and a temporal property, the system and property are (automatically) transformed into their single-parent coun-
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(a) A Multi-Linked Heap

(b) The Corresponding
Single-Parent Heap

Figure 5.1: Multi-Linked to Single-Parent Heap Transformation
terparts. Then, a counter-example-guided predicate- (and possibly ranking-) abstraction refinement method ([14]) is applied. If a counter-example (on the transformed system) is produced, it is automatically mapped into a counter-example of
the original (multi-linked) system.
All our examples have been automatically tested using JTLV ([148]). The code
is available in http://shape-analysis.ysaar.net/

5.2

Two-Way Traceability and Conflict Debugging
for AspectLTL Programs [124]

Tracing program actions back to the concerns that have caused them and blaming specific code artifacts for concern interference are known challenges related
to AOP and other advanced modularity paradigms. Separation of concerns at the
source code level supports cleaner, modular designs, but may also make the traceability and debugging of the implementations more technically challenging.
This work addresses the traceability and debugging challenges in the context
of AspectLTL. When a specification is realizable, we provide two-way traceability information that links each allowed or forbidden transition in the generated
program with the aspects that have justified its presence or elimination. When a
specification is unrealizable, an interactive game proof that demonstrates conflicts
that should be fixed is presented.
AspectLTL uses a declarative, symbolic programming style. For specifications
that consist of several aspects and describe some possibly crosscutting concerns,
traceability and debugging are very different than their counterparts in imperative
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programming languages. In particular, the presence or elimination of a behavior
(i.e., a transition from one state to another) in the program, may be the result of the
application of several, possibly overlapping, non-independent concerns. To support traceability, we use symbolic operations to check for intersections between
the transitions that can or cannot be taken and the formulas defined in the LTL
aspects. To support conflict debugging in unrealizable specifications we use the
notion of counterstrategies [103]. By reversing the roles of the system and the
environment in the synthesis game, a winning strategy for the environment is generated. This strategy produces a counter implementation, that is, an interactive
program, whose runs show exactly how any generated system can be forced by an
(adverse) environment to violate the specifications.
One may question the need for traceability and debugging for a language with
a ‘correct-by-construction’ implementation: if the implementation is ‘correct-byconstruction’, who needs debugging? Correctness, however, is relative to the
specification: if the engineer writes a conflicting, unrealizable specification, no
correct implementation can be generated. Instead, a conflict debugging technique
should be used to prove unrealizability and point the engineer to conflicts in her
specification. Thus, the ‘correct-by-construction’ implementation does not eliminate the need for debugging: it shifts debugging back from the concrete implementation to the higher-level, declarative specification.
Classical systematic debugging [174] includes the identification of failures and
the isolation of their causes. Our support for two-way traceability may be viewed
as a form of feature location (see, e.g., [54]), adapted to our special context. This
work extends the meaning of debugging, adapt the relevant definitions and provide
the means to apply debugging tasks (i.e., identification of failures, isolation of
causes) to a declarative aspect language with a synthesis-based weaving. In case
of unrealizability, we combine our notion of debugging with our notion of feature
location in order to point at the aspects to blame.
The ideas are implemented with JTLV ([148]) in the AspectLTL plug-in, which
is available from [10], together with several running examples.

5.3

All You Need is Compassion [147]

As suggested by Lamport [115], the notion of fairness should come in two flavors:
weak fairness (to which we refer as justice requirements) and strong fairness (to
which we refer as compassion requirements).
Originally, these two distinct notions of fairness were formulated in terms of
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enableness and the activation of transitions within a computation. In our setting,
a justice requirement is associated with an assertion (first-order state formula) J,
while a compassion requirement is associated with a pair of assertions hp, qi. With
these identifications, the requirements are:
• A computation σ is just with respect to the requirement J, if σ contains
infinitely many occurrences of states that satisfy J.
• A computation σ is compassionate with respect to the requirement hp, qi, if
either σ contains only finitely many occurrences of states that satisfy p or σ
contains infinitely many occurrences of states that satisfy q.
An important observation is that justice is a special case of compassion. This is
because the justice requirement J can also be expressed as the degenerate compassion requirement h1, Ji, where we write 1 to denote the assertion True which
holds at every state. In view of this observation, one may raise the natural question
of the necessity of keeping these two separate notions of fairness.
Several answers can be given to this question. On the modeling level, the
argument is that these two notions represent different phenomena. Justice represents the natural independence of parallel processes in a multi-processing system.
Compassion is typically used to provide an abstract representation of queues and
priorities which are installed by the operating system in order to guarantee fairness
in coordination services provided to parallel processes. There is also a different
cost associated with the implementation of these two notions. In a multi-processor
system, justice comes for free and is a result of the independent progress of parallel processes. In a multi-programming system, where concurrency is simulated by
scheduling, justice can be implemented by any scheduling scheme that gives each
process a fair chance to progress, such as round-robin scheduling. Compassion,
in both types of systems, is usually implemented by maintenance of queues and
use of priorities.
Another possible answer to this question is that the treatment of compassion
requirements is usually considered to be more complex than the treatment of justice requirements. In this work we claim that this is not always true, namely, in
some cases, the treatment of compassion requirements is conceptually not more
complex than the treatment of justice requirements.
To support our claim we consider a new deductive rule for verifying response
properties under the assumption of compassion requirements. This work resolves
an open problem of previous rules. All previous approaches to verification of
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liveness under strong fairness requirements called for a recursive application of
the rule, that led to cumbersome and highly unnatural style of proofs.
In this work we present a much improved version of a proof rule that contains
no recursion in its application. As such, it significantly streamline the methodology of deductive verification of temporal properties. We prove that the rule is
sound, and present a constructive completeness proof for the case of finite-state
systems. For the general case, a relative completeness proof is presented. We
report about the implementation of the rule in PVS and illustrate its application on
some simple but non-trivial examples.
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Chapter 6
Conclusion
The main thesis of this dissertation is that JTLV enables to bridge the gap between
the verification developer skills and available development environments.
Our work begins by identifying a fundamental concern in the field of verification, namely, the acute gap between verification developer skills and the lack of
an adequate environment to support these skills.
We developed JTLV (Chapter 2), a new state-of-the-art IDE for developing
verification algorithms. We demonstrate how JTLV bridges the gap between the
developer skills and the lack developing environment to support them, by tackling several active research domains of verification; the problem of synthesis in
Chapter 3, the framework of compositional reasoning in Chapter 4, and other miscellaneous settings in Chapter 5.
In Chapter 3 we address the challenging problem of synthesis. We identify the
fragment of LTL, and present an algorithm to synthesize GR (1) specifications (Section 3.1). We use JTLV to develop a symbolic application to solve this
game, build a winning strategy, and several ways to optimize the winning strategy
and to extract a system from it. We conclude that the high complexity established
for LTL synthesis, does not necessarily identify it as hopelessly intractable, and
that there are interesting and expressive fragments for which we can give an efficient solution.
GR (1)

When concurrency plays an important role in an application, there is some
evidence that declarative programming is preferable. In Section 3.2 we present
AspectLTL – a new temporal-logic based programming language. we develop
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a JTLV-based prototype tool to support AspectLTL, and thus literally lift declarative programming into practice. We demonstrate AspectLTL declarative style
programming using a running example. In a more recent work discussed in Section 5.2 we development a JTLV-based support for two-way traceability and conflict debugging for AspectLTL program.
In Chapter 4 we discuss the framework of compositional reasoning. We develop a new JTLV-based multi-threaded compositional algorithm, that exploits
the benefit of a multi-core system (Section 4.1). Our experimental evaluation
show that our parallelized algorithm achieve substantial speed-up, and better utilize available resources.
We then introduce in Section 4.2 a new algorithm that locally incorporates
both justice and compassion requirements in compositional framework. To the
best of our knowledge, this is the first compositional algorithm to directly incorporate fairness. We use JTLV to implement a fully automated cyclic abstraction
and refinement procedure.
In Section 4.3 we present S PLIT, a JTLV-based application that implements
our compositional framework. To the best of our knowledge, S PLIT is the first
tool to implement a fully automated compositional method for both safety and
general LTL properties.
For the compositional line of work, we conclude that the compositional reasoning is a promising technique to ameliorate the state explosion problem and
scale model checking to its next level. Furthermore, once again we have shown
how adopting advanced programming environment, indeed leverage the developer
skills to deal with an highly complex framework.
Finally, in Chapter 5 we present more developments that demonstrate other
interesting settings. We show how JTLV automates reasoning on programs that
perform destructive updating on dynamically allocated storage (heaps). We show
how JTLV enables the development of tracing and debugging support for AspectLTL programs. On the other hand we develop a new deductive rule, acknowledging the fact that there are cases in which we can not settle with a mechanical
solutions.
We conclude that we can use JTLV for many other interesting settings. Furthermore, both our new deductive rule (Section 5.3), and our new compositional
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algorithm (Section 4.2) supports another important conclusion. Computationally,
justice requirement is simpler in the same way that checking emptiness of generalized Büchi automata is simpler than checking emptiness of Streett automata.
However, when verifying temporal properties, the treatment of compassion is conceptually not more complex than the treatment of justice.
This dissertation thus demonstrates the power of JTLV used in a variety of
settings, in several active research domains of verification, ranging from synthesis, to program language engineering, to the treatment of fairness properties, to
heap analysis, to multi-threading, to compositional reasoning, and conclude that
adopting an advanced environment leverage the developer’s skills.
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